
Closest Point 
Geometry 
Processing
Nathan King 
SGP Graduate School 2026  
June 30, 2026



Digital Object Creation

Source: wired.co.uk
Source: sidefx.com

(x − z2)2 + y2 + z2 = 1

• (0:27) Digital objects can be created in many different ways, for example LiDAR sensors can be used to create the digital world 
surrounding a self-driving car (next)


• Researchers, engineers, and artist can use software like Houdini, Shapr3D, or Blender, to manually create an object (next)

• Also, functional descriptions of objects can be used, for example, all the points that satisfy this equation (next) give this 

surface

https://geospatialworld.net/prime/technology-and-innovation/what-is-lidar-technology-and-how-does-it-work/
https://www.sidefx.com/products/houdini/
https://geospatialworld.net/prime/technology-and-innovation/what-is-lidar-technology-and-how-does-it-work/


Object Representations

(u, v)

F(x, y, z) = (x − z2)2 + y2 + z2 − 1

• (0:36) With the numerous object creation techniques come just as many ways to represent the object on a computer. (next)

• For example, as a mesh, (next) a point cloud (next), a parameterization (next), or a level set.

• Algorithms specialized to a single representation have the advantage of using specific properties of that single representation

• For example, signed distance fields are great for collision detection. Parameterizations are convenient for placing a texture 

image on a surface. And GPU hardware has been developed with meshes at the forefront




Object Representations

(u, v)

F(x, y, z) = (x − z2)2 + y2 + z2 − 1

Method A

Method B

Method C

Method D

Method E

• (1:00) However, in large pipelines, it is common to have to transfer between different representations for different algorithms, 
which results in conversion errors that accumulate in the pipeline. It also costs computational time to do the conversion.


• For example, you could use a sensor to capture an object as a point cloud (next), convert to a mesh to do some surface 
stylization transfer, (next) then finally need to convert to a parameterization to apply a texture on the surface.


• You could also have pipelines (next) that combine multiple objects of different representations. For example, one object uses a 
point cloud and the other is a signed distance field and the result needs (next) to be combined together in some way for a 
physics simulation in Method E. 


• In this case, no method that is specialized to a specific representation would work without conversion

• So it would be great if we had a single, unified framework that handles all desired applications and all object representations



Closest Points

cp𝒮(x) = arg min
z∈𝒮

∥x − z∥2

• (0:45) Closest points provide a good candidate for this unified framework.

• Given a query point x in the space surrounding an object S, its closest point is the point on S that has the minimum Euclidean 

distance to x. (Next) Here are some closest points of the black query points for this surface.

• A closest point representation is nice because it handles general objects. Closest points can represent manifolds that are 

closed and orientable like this surface (next), or open and unorientable like this Mobius strip (next), or even mixed 
codimensional like these 1D curves attached to the 2D surface, all embedded in 3D.



Explicit vs Implicit

(u, v)

Explicit

F(x, y, z) = (x − z2)2 + y2 + z2 − 1

Implicit
cp𝒮 : ℝd → 𝒮

∥x − cp𝒮(x)∥ = 0

x = cp𝒮(x) for x ∈ 𝒮

cp𝒮 ∈ 𝒮

• (1:45) Closest points also provide a representation that is both explicit and implicit, which is quite a distinct property

• Other representations are one or the other (next)

• Meshes, point clouds, and parameterizations are all explicit representations because they directly specify points of the 

manifold

• Level sets or signed distance fields provide an implicit description of the manifold, here the implicit equation F of x, y, z equals 

0 gives points on the manifold

• The closest point mapping (next) from points in the embedding space R d to points on S represents S implicitly (next). A 

traditional scalar implicit manifold can be recovered as the zero-level-set (next) of the distance function, although it is 
unsigned. 


• A vector-valued implicit representation of S (next) is also available since we know that for any x on S, x must be its own closest 
point


• Meanwhile, the closest points themselves (next) give an explicit representation of S as a point cloud

• The ability for closest points to represent many different manifold types and the fact they are both explicit and implicit, gives 

closest point representations a lot of potential to provide a unified framework 

• But because there are so many applications in computer graphics and other fields, we decided to concentrate on geometry 

processing applications involving partial differential equations or PDEs




• Conveniently, there already existed a method to solve PDEs with closest point representations, (next) called the closest point 
method




Closest Point Method• Continuous Setting 

• Discrete Setting 

• Boundary Conditions & Geometry processing 

• Efficiency 

• Future Work

★ Lack of interior boundary conditions

• (1:00) However, there was an important limitation of the closest point method that stood in our way to be able to apply it in 
many geometry processing applications (next)


• Interior boundary conditions couldn’t be handled, which are boundary conditions defined away from the physical boundary of 
an open manifold. Interior boundary conditions are extremely important for many geometry processing algorithms, like 
diffusion curves or geodesic distance computation


• So introducing a way to handle interior boundary conditions will be the core of this course. (next)

• But overall this course will cover the following.

• I will start with a review of the closest point method in the continuous setting, then (next) discuss the common way to 

approximate the solution in the discrete setting

• I will then discuss boundary conditions and some geometry processing applications that the interior boundary condition 

framework unlocks (next)

• Then I will talk about some ways to improve the efficiency of the closest point method and (next) conclude with a discussion of 

future research directions



Embedding Space

Embedding PDE

Manifold 𝒮

Manifold PDE

• (0:33) Given some manifold S and a PDE you would like to solve (next), the problem is extended to the surrounding embedding 
space. An embedding PDE is constructed on this Cartesian space, whose solution agrees with the manifold PDE when 
restricted to the manifold. (Next)


• Most of my diagrams will use 1D curves embedded in 2D like this example, (next) but remember everything applies also to 2D 
surfaces embedded in 3D


• (Next) Or higher codimensional objects like a 1D curve embedded in 3D



u𝒮

• (0:13) First some important notation. Manifold functions are denoted as u_S and they get extended onto the Cartesian 
embedding space to be constant in the normal direction of the manifold (next), which is denoted u.



u

• (0:05)



1. Constant normal extension via composition   

2. If   is constant along normal directions of  
 

3. If   is tangent to  and tangent to all level-sets of 

u(x) = u𝒮(cp𝒮(x))

v 𝒮
⇒ ∇𝒮v𝒮 = ∇v on 𝒮

w 𝒮 𝒮
⇒ ∇𝒮 ⋅ w𝒮 = ∇ ⋅ w on 𝒮

Properties

• (1:20) Then to construct the embedding PDE the closest point method relies on 3 main properties. (Next)

• First, the constant normal extension of manifold functions u_S is done by composing with the closest point function. Intuitively, 

this just assigns the value of u_S at the closest point of x to x itself. So we call this the closest point extension. (Next)

• Now, if you have a function v in the embedding space that is constant along the normal directions of S, then the Cartesian 

gradient is equivalent to the manifold gradient at points on S. Because v only changes in the tangential direction of S. (Next)

• Also, if you have a vector field w that is tangent to S and tangent to all the level-sets of S, then the Cartesian divergence is 

equal to the manifold divergence at points on S. Because the vector field is constrained to the tangent space of S, it can only 
spread out (or compress) within that tangent space.


• You can combine these properties to rewrite higher-order manifold differential operators with Cartesian differential operators. 
(Next)



Local Feature Size

𝒩(𝒮) = {x ∈ ℝd | ∥x − cp𝒮(x)∥ ≤ r𝒩(𝒮)}

𝒩(𝒮)

𝒮
med(𝒮)

r𝒩(𝒮)

• (1:08) These properties hold when you have a unique closest point function

• For general S, the closest point function is rarely unique for all x in the embedding space R d

• The medial axis (next) of S is the subset of the embedding space that has at least two closest points on S. In other words, 

where the closest point function is not unique

• For smooth and compact manifolds, the closest point function is always unique for x in a (next) tubular neighbourhood N (S) 

that avoids the medial axis using a sufficiently small (next) tube radius r N (S)

• The size of r N of S depends on the curvatures and bottlenecks of the manifold. Bottlenecks are thin regions where the 

Euclidean distance is small between geodesically distant parts of S

• (Next) So the definition of N of S is all the points x in the embedding space R d that are at most r N of S away from their closest 

point



• If  then  is constant along normals of           (P1) 

• Thus   on          (P2) 

• Since  is tangent to level-sets of , we have       
  on           (P3)  

u𝒮 ∈ 𝒮 u = u𝒮(cp𝒮) 𝒮

∇𝒮u𝒮 = ∇u 𝒮

∇u 𝒮
∇𝒮 ⋅ (∇𝒮u𝒮) = ∇ ⋅ (∇u) 𝒮

Laplace-Beltrami Operator Δ𝒮u𝒮 = ∇𝒮 ⋅ (∇𝒮u𝒮)

Δu(cp𝒮)Δ𝒮u𝒮

• (0:52) Let’s go through an example of how the 3 properties are used for the Laplace-Beltrami operator (next)

• So you have a surface function u_S, then applying the closest point extension you get u that is constant in the normal direction 

of S, by property 1 (next)

• So the Cartesian gradient of u is equal to the manifold gradient of u_S on the manifold by property 2 (next)

• Now the gradient of u is a vector field that is tangent to all the level-sets of S, because u was constant in the normal direction 

its gradient is tangent to all the offset manifolds, so we can apply property 3 (next)

• So the Laplace-Beltrami operator is replaced with just the Laplacian of u of cp



• Heat Equation 

•  Wave Equation 

• Navier-Stokes Equation 

• Cahn-Hilliard Equation 

• Hamilton-Jacobi Equation

Other PDEs

• Reaction-Diffusion  

• Advection-Diffusion 

• Eigenvalue Problems 

• Harmonic Maps 

• And more…

• (0:24) These principles have been successfully used to solve all these different PDEs and many more

• I will focus on PDEs involving the Laplace-Beltrami operator because it is the most commonly used operator in geometry 

processing

• But there has been some other work in computer graphics involving the closest point method and just closest point 

representations alone



Fluid Simulation

Volume xx (200y), Number z, pp. 1–14

Real-Time Fluid Effects on Surfaces

using the Closest Point Method

S. Auer†,1, C. B. Macdonald‡,2, M. Treib§,1, J. Schneider¶,3, R. Westermannk,1

1Technische Universität München
2Oxford Centre for Collaborative Applied Mathematics (OCCAM)

3King Abdullah University of Science and Technology

Abstract

The Closest Point Method (CPM) is a method for numerically solving partial differential equations (PDEs) on
arbitrary surfaces, independent of the existence of a surface parametrization. The CPM uses a closest point rep-
resentation of the surface, to solve the unmodified Cartesian version of a surface PDE in a 3D volume embedding,
using simple and well-understood techniques. In this paper we present the numerical solution of the wave equation
and the incompressible Navier-Stokes equations on surfaces via the CPM, and we demonstrate surface appear-
ance and shape variations in real-time using this method. To fully exploit the potential of the CPM, we present
a novel GPU realization of the entire CPM pipeline. We propose a surface-embedding adaptive 3D spatial grid
for efficient representation of the surface, and present a high-performance approach using CUDA for converting
surfaces given by triangulations into this representation. For real-time performance, CUDA is also used for the
numerical procedures of the CPM. For rendering the surface (and the PDE solution) directly from the closest point
representation without the need to reconstruct a triangulated surface, we present a GPU ray-casting method that
works on the adaptive 3D grid.

Categories and Subject Descriptors (according to ACM CCS): I.6.8 [Simulation and Modeling]: Types of
Simulation—Parallel I.3.7 [Computer Graphics]: Three-Dimensional Graphics and Realism—Raytracing

1. Introduction

Techniques for solving partial differential equations (PDE)
have numerous applications in physics-based simulation and
modeling, and they are frequently employed in computer
graphics for realistically simulating real-world phenomena
such as fluids or deformable solids. Most commonly, partial
differential equations over R2 or R3 are considered, and,
since analytical solutions only rarely exist, numerical solu-
tions using some form of spatial discretization are employed.

In computer graphics, numerical solutions of PDEs are
also used to produce effects on manifolds such as surfaces

† e-mail:auer@in.tum.de
‡ e-mail:macdonald@maths.ox.ac.uk
§ e-mail:treib@tum.de
¶ e-mail:jens.schneider@kaust.edu.sa
k e-mail:westermann@tum.de

in R3. Prominent examples include surface texture synthe-
sis [Tur91], texture assignment [CLB⇤09], or flow simula-
tion on surfaces [Sta03]. If an isometric surface parametriza-
tion exists, a PDE defined on a surface can be transformed
into a PDE on the 2D parameter domain and solved using
standard discretizations [Sta03, LWC05, LFW07]. PDEs on
surfaces can also be solved directly using finite element dis-
cretizations on a surface triangulation [DE07]. These tech-
niques, however, rely on changing the non-parametric form
of the PDE to agree with the underlying discretization. An
alternative are so-called embedding techniques [BCOS01,
NNRW09, CLB⇤09, RM08, CRT04], which lift the PDE to
a narrow band around the surface and solve a transformed
PDE on this band.

Embedding techniques are particularly attractive because
they do not rely on the existence of a low distortion
parametrization. The computation of such a parametrization
can be difficult to achieve, if not impossible, and it is not suit-
able in applications where the surface undergoes frequent

submitted to COMPUTER GRAPHICS Forum (3/2012).

ACM SIGGRAPH / Eurographics Symposium on Computer Animation 2020
J. Bender and T. Popa
(Guest Editors)

Volume 39 (2020), Number 8

Efficient 2D Simulation on Moving 3D Surfaces

D. Morgenroth1 , S.Reinhardt1,2, D. Weiskopf2 , and B. Eberhardt1

1Media University Stuttgart, Germany
2Visualization Research Center, University of Stuttgart, Germany

Input Simulation Scalar Field

Surface Simulation Rendering

Figure 1: Water polluted with oil is poured into a cup. We simulate the oil film on top of the existing fluid simulation. The velocity and mass
are taken from the existing animation. On the left is the coarse input simulation. In the upper half of the middle image is the resulting scalar
field. The lower half shows the result of our method. Our high-resolution 2D simulation adds convincing visual details to the coarse input
simulation. The right image displays the final rendering that needs the fine details from our surface simulation to generate the high-resolution
thin-film interference effects.

Abstract

We present a method to simulate fluid flow on evolving surfaces, e.g., an oil film on a water surface. Given an animated
surface (e.g., extracted from a particle-based fluid simulation) in three-dimensional space, we add a second simulation on this
base animation. In general, we solve a partial differential equation (PDE) on a level set surface obtained from the animated
input surface. The properties of the input surface are transferred to a sparse volume data structure that is then used for the
simulation. We introduce one-way coupling strategies from input properties to our simulation and we add conservation of mass
and momentum to existing methods that solve a PDE in a narrow-band using the Closest Point Method. In this way, we efficiently
compute high-resolution 2D simulations on coarse input surfaces. Our approach helps visual effects creators easily integrate a
workflow to simulate material flow on evolving surfaces into their existing production pipeline.
CCS Concepts

• Computing methodologies ! Physical simulation;

1. Introduction

In typical workflows for generating digital visual effects, a team of
VFX artists iteratively refines a given sequence until they achieve
good quality. Going from rough storyboards over blocked anima-
tion to the final shot with many layers of physical simulations, each
shot passes through the VFX pipeline, where domain specialists
add new effects and details. With physical simulations, often an
effect is finished and approved before secondary effects are lay-
ered on top of it. For example, after simulating the fluid flow of a
water surface, secondary effects like splashes and foam [TFK⇤03]
[IAAT12] are added on top of this “basic” water simulation, which
we will call “base animation”. In this context, we propose a method
to add secondary effects on top of the base animation by solving a

PDE on the surface. As an example, we simulate a thin-film 2D
fluid simulation on top of a possibly precomputed, bulk fluid simu-
lation as shown in Fig. 1. We employ a one-way coupling to trans-
fer momentum and mass from the 3D fluid simulation to the sur-
face simulation. We base our coupling on physical derivations and
provide them with plausible parameters to control its effects. This
coupling allows us to iterate on the secondary effects with a consis-
tent high-resolution 2D simulation on top of the unchanged coarse
3D input simulation.

The goal is to solve a partial differential equation (PDE) on a
moving 2-manifold. The approach can be used to address differ-
ent types of problems that require solving PDEs like fluid flow,
reaction-diffusion texture synthesis, or 2D wave equations. Fig. 2

c� 2020 The Author(s)
Computer Graphics Forum c� 2020 The Eurographics Association and John
Wiley & Sons Ltd. Published by John Wiley & Sons Ltd.

ar
X

iv
:2

00
9.

00
40

8v
1 

 [c
s.G

R]
  1

 S
ep

 2
02

0

Pacific Graphics 2013
B. Levy, X. Tong, and K. Yin
(Guest Editors)

Volume 32 (2013), Number 7

A Semi-Lagrangian Closest Point Method
for Deforming Surfaces

S. Auer1,2 and R. Westermann2

1Metaio GmbH, Germany
2Computer Graphics & Visualization Group, Technische Universität München, Germany

Figure 1: Intrinsic flow simulations on deforming surfaces via a semi-Lagrangian closest point method. At a resolution
corresponding to a 3203 Cartesian grid, simulation and rendering takes less than 120 ms per time step.

Abstract

We present an Eulerian method for the real-time simulation of intrinsic fluid dynamics effects on deforming
surfaces. Our method is based on a novel semi-Lagrangian closest point method for the solution of partial
differential equations on animated triangle meshes. We describe this method and demonstrate its use to com-
pute and visualize flow and wave propagation along such meshes at high resolution and speed. Underlying
our technique is the efficient conversion of an animated triangle mesh into a time-dependent implicit repre-
sentation based on closest surface points. The proposed technique is unconditionally stable with respect to the
surface deformation and, in contrast to comparable Lagrangian techniques, its precision does not depend on
the level of detail of the surface triangulation.

Categories and Subject Descriptors (according to ACM CCS): Simulation and Modeling [I.6.8]: Types of
Simulation——Parallel Computer Graphics [I.3.7]: Three-Dimensional Graphics and Realism——Raytracing

c− 2013 The Author(s)
Computer Graphics Forum c− 2013 The Eurographics Association and John
Wiley & Sons Ltd. Published by John Wiley & Sons Ltd.

Closest Point Turbulence for Liquid Surfaces
THEODORE KIM
University of California, Santa Barbara
and
JERRY TESSENDORF
Clemson University
and
NILS THÜREY
Scanline VFX

We propose a method of increasing the apparent spatial resolution of an ex-
isting liquid simulation. Previous approaches to this “up-resing” problem
have focused on increasing the turbulence of the underlying velocity field.
Motivated by measurements in the free surface turbulence literature, we
observe that past certain frequencies, it is sufficient to perform a wave sim-
ulation directly on the liquid surface, and construct a reduced-dimensional
surface-only simulation. We sidestep the considerable problem of gener-
ating a surface parameterization by employing an embedding technique
known as the Closest Point Method (CPM) that operates directly on a 3D
extension field. The CPM requires 3D operators, and we show that for sur-
face operators with no natural 3D generalization, it is possible to construct
a viable operator using the inverse Abel transform. We additionally propose
a fast, frozen core closest point transform, and an advection method for the
extension field that reduces smearing considerably. Finally, we propose two
turbulence coupling methods that seed the high resolution wave simulation
in visually expected regions.

Categories and Subject Descriptors: I.3.7 [Computer Graphics]: Compu-
tational Geometry and Object Modeling—Physically based modelling; I.6.8
[Simulation and Modeling]: Types of Simulation—Animation

Additional Key Words and Phrases: Fluid simulation, liquid simulation,
wave turbulence, physically-based modelling

1. INTRODUCTION
Despite much recent progress, it remains a challenge to simulate
large-scale, high-resolution liquids. The recently popular “up-res”
approach separates simulations into large- and small-scale details,
and runs separate algorithms for each scale. In addition to being

Permission to make digital or hard copies of part or all of this work for
personal or classroom use is granted without fee provided that copies are
not made or distributed for profit or commercial advantage and that copies
show this notice on the first page or initial screen of a display along with
the full citation. Copyrights for components of this work owned by others
than ACM must be honored. Abstracting with credit is permitted. To copy
otherwise, to republish, to post on servers, to redistribute to lists, or to use
any component of this work in other works requires prior specific permis-
sion and/or a fee. Permissions may be requested from Publications Dept.,
ACM, Inc., 2 Penn Plaza, Suite 701, New York, NY 10121-0701 USA, fax
+1 (212) 869-0481, or permissions@acm.org.
c� YYYY ACM 0730-0301/YYYY/12-ARTXXX $10.00

DOI 10.1145/XXXXXXX.YYYYYYY
http://doi.acm.org/10.1145/XXXXXXX.YYYYYYY

more efficient, imposing a one-way coupling between scales can
facilitate design. A user can interact with a fast, low-resolution sim-
ulation, and later add additional high-resolution detail in a way that
does not invalidate the low-resolution design. This approach has
been successfully applied to several natural phenomena, including
cloth simulations [Bergou et al. 2007] and single phase smoke sim-
ulations [Kim et al. 2008; Narain et al. 2008; Schechter and Brid-
son 2008; Nielsen et al. 2009; Huang et al. 2011; Yuan et al. 2011].
However, it has been less successful for liquid simulation. Practi-
tioners have reported [Lait 2011] that applying single-phase tech-
niques to liquid simulations introduces undesirable artifacts and
does not create plausible new details.

We posit that the reason for this is that the physics being simu-
lated has been incomplete. Previous methods for increasing the res-
olution of liquid simulations [Narain et al. 2008; Jang et al. 2010;
Yuan et al. 2012] have assumed that if the turbulence of the underly-
ing fluid velocity field is increased, high resolution surface dynam-
ics will follow. However, the literature on free surface turbulence,
also known as “wave turbulence” or “weak turbulence”, maintains
that the free surface, especially at high frequencies, possesses addi-
tional dynamics that are not mere images of the underlying veloc-
ity field. While the low frequency components of the velocity field
initiate surface waves, many high frequency details arise from the
independent oscillation of the surface membrane [Savelsberg and
van de Water 2008; Falcon 2010].

We present a method that captures these additional dynamics
by explicitly performing a wave simulation on the liquid surface.
In doing so, we reduce the volumetric problem to a surface-only
problem. We use the state-of-the-art in visual wave simulation, the
iWave algorithm [Tessendorf 2004b; 2004a]. As we are simulating
a scalar on a surface of rapidly changing topology, we immediately
encounter the problem of consistently parameterizing a deforming
surface. We sidestep this problem entirely by using a newly de-
veloped embedding method known as the Closest Point Method

(CPM) [Ruuth and Merriman 2008]. The CPM operates on a 3D
extension field instead of a 2D surface field, and thus requires no
surface parameterization. However, it requires the existence of 3D
spatial operators. Natural 3D analogs of 2D surface operators are
often available, such as the 5-point 2D and 7-point 3D Laplacians.
However, for many operators, such as the fractional Laplacian in
the iWave algorithm, no obvious 3D equivalent is available, and
it is unclear if the CPM can be used. We show that a viable CPM
operator can be constructed by taking the inverse Abel transform of
the original surface operator.

The CPM has predominantly been used on rigid 3D objects,
where the cost of computing a closest point transform [Mauch
2003] can be amortized. We instead deal with a deforming sur-

ACM Transactions on Graphics, Vol. VV, No. N, Article XXX, Publication date: Month YYYY.

• (0:38) First off Auer et al. solved the wave equation and Navier-Stokes equation on static surfaces

• Then Auer and Westermann extended this work to deforming surfaces

• Kim et al. did something different and increased the apparent resolution of an existing, coarse volumetric fluid simulation by 

solving a wave equation on the surface

• And most recently Morgenroth et al. also coupled a surface PDE with a volumetric fluid simulation but this time to simulate oil 

film on the surface of water



Visualization
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Direct Contouring
of Implicit Closest Point Surfaces

S. Auer and R. Westermann

Technische Universität München

Figure 1: Triangle meshes reconstructed from closest point fields using our novel closest point contouring (CPC)

Abstract
Constructing a (signed) distance field and contouring its zero level set are two important steps in many surface
reconstruction methods. While most high-quality distance transforms compute the distance to the surface as well as
the closest point on it, the contouring step typically uses only the distance and omits the closest point information.
Our novel closest point contouring algorithm (CPC) uses the full closest point field, and, thus, allows improving
existing methods for high-quality triangle mesh reconstruction based on implicit function models: Since we select
the vertex positions directly from the set of closest points, all triangle vertices are guaranteed to lie exactly on
the zero-contour and no approximations are necessary. By employing recent findings in the context of so-called
embedding techniques, we derive a formulation of the mean curvature vector on the closest point representation
and use this formulation to properly select the vertices to be triangulated. In combination with a new table-based
triangulation scheme this allows us to detect and preserve sharp features, and to avoid small degenerated triangles
in smooth areas. CPC can handle open and non-orientable surfaces, and its data-parallel nature makes it well
suited for GPUs.

Categories and Subject Descriptors (according to ACM CCS): I.3.5 [Computer Graphics]: Computational Geometry
and Object Modeling—Curve, surface, solid, and object representations

1. Introduction and Related Work

Implicit surfaces, defined as zero level sets in discrete vol-
umetric distance fields, serve as intermediate representa-
tions in a number of computer graphics applications. A dis-
tance field can be computed in a number of ways. Accord-
ing to [JBS06] there are two categories of such algorithms:
Exact or direct algorithms compute explicitly the Euclidean
distance between a vertex of the discrete sampling grid and

its corresponding closest point (CP) on the continuous sur-
face. Approximate distance transforms perform a direction-
dependent uneven propagation of distance measures from
vertex to vertex, typically building up distances in incre-
ments to speed up computation time. The distance measure
can either be scalar-valued, or the distance transform builds
upon the propagation of vectors to the closest surface points
to achieve superior accuracy. High-quality algorithms from
both categories can thus be extended easily to also generate

c� The Eurographics Association 2013.

Vision, Modeling, and Visualization (2015)
D. Bommes, T. Ritschel and T. Schultz (Eds.)

Vector-to-Closest-Point Octree for Surface Ray-Casting

I. Demir1 and R. Westermann1

1Computer Graphics & Visualization Group, Technische Universität München, Germany

Figure 1: Rendering from a hierarchical Vector-to-Closest-Point (VCP) grid at different zoom steps. Left: The Thai statue

(10 million polygons) renders in less than 10ms per frame at a maximum grid resolution of 2048× 1024× 1024. Right: For

the Sponza model the hierarchy is 3 levels shallower than for a sparse voxel hierarchy in order to achieve roughly the same

rendering quality (for the Thai statue the gain is between 1 (left) and 5 levels (right)).

Abstract

GPU voxel-based surface ray-casting has positioned as an interesting alternative to rasterization-based rendering

approaches, because it allows using many processing units simultaneously, can effectively exploit thread level

parallelism, and enables fine-granularity occlusion culling on the pixel level. Yet voxel-based techniques face the

problem that an extremely high resolution is necessary to avoid block artifacts at high zoom levels. In this work,

we propose a novel improvement of voxel-based ray-casting to overcome this limitation. By using a hierarchical

Vector-to-Closest-Point (VCP) representation, we can inherit the advantages of a voxel-based approach at a much

smoother approximation of the surface. We demonstrate that, although the VCP grid consumes more memory per

cell, it requires less memory overall, because it builds upon a significantly shallower tree hierarchy. In a number

of examples we demonstrate the use of our approach for high-quality rendering of high resolution surface models.

Categories and Subject Descriptors (according to ACM CCS): I.3.7 [Computer Graphics]: Three-Dimensional
Graphics and Realism—Raytracing

1. Introduction and Related Work

Voxel-based surface ray-casting on the GPU [GMIG08,
CNLE09,LK10a] has been introduced as an interesting alter-
native to rasterization-based polygon rendering and triangle
ray-tracing. It inherits the benefits of ray-based GPU render-
ing techniques [PBMH02,CHH02,EVG04,FS05,CHCH06,
GPSS07,PGSS07,HSHH07,AL09] to effectively exploit the
GPU’s massively parallel design and use many processing

units simultaneously. In addition it can effectively perform
fine-granularity occlusion culling on the ray level. More-
over, the regular voxel grid gives rise to efficient ray traversal
schemes, and it allows generating levels of detail with pre-
scribed (screen-space) error in a very simple and efficient
way.

A limitation of voxel-based techniques is that they pro-
duce visual artifacts when the size of the voxels exceeds

c© The Eurographics Association 2015.

• (0:21) There has also been work on visualizing closest point representations

• Auer and Westermann developed a method similar to marching cubes to create triangulations

• It is able to better preserve sharp features and handle open and unorientable surfaces

• Demir and Westermann also showed how to directly visualize closest point representations using ray-casting
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ABSTRACT
The need to compare separate objects arises in a wide range of
applications. In one approach for comparing objects, ‘Shape-
DNA’ is constructed to give a numerical fingerprint repre-
senting an individual object. Shape-DNA is a cropped set of
eigenvalues of the Laplace-Beltrami operator for the surface
of the object. In this paper, we compute the Shape-DNA of
surfaces using the closest point method. Our approach may
be applied to a variety of surface representations including
triangulations, point clouds and certain analytical shapes. A
2D multidimensional scaling plot illustrates that similar ob-
jects form groups based on the Shape-DNAs. Our method
has the benefit that it may be applied to surfaces defined by
dense point clouds without requiring the construction of point
connectivity.

Index Terms— shape comparison, Laplace-Beltrami
spectra, closest point method, point cloud

1. INTRODUCTION

Determining how similar or different two objects are is an im-
portant problem in both mathematics and computational sci-
ence. For example, biological systems study how similar an-
imals remain when they undergo a physical transformation
such as inflation [1]. Biometric technology can be used to
secure financial transactions [2] by scanning human finger-
prints and checking the database for a match. As well, his-
torical identification of artwork can be accomplished with 3D
scanning (such as the digital Michelangelo project [3]) to find
similarities with other artworks from the same time period.
With current technologies and the vast pool of applications,
there is a high demand for software that can systematically
examine a database and determine similarly shaped objects
(i.e. shape comparison) efficiently.

The work presented here considers a shape comparison
algorithm that identifies shapes by a fingerprint determined
by the eigenvalues of the Laplace-Beltrami operator [4]. The
spectrum contains intrinsic shape information hence the fin-
gerprint is labeled ‘Shape-DNA’ [4]. Shape-DNA identifies

The work of the authors was partially supported by a grant from NSERC
Canada.

the shape of an object by geometric invariants and does not
discriminate between different representations of a single ob-
ject. Thus, comparing the fingerprints of two objects does not
require any alignment (registration/localization) of the objects
but only comparing their spectra. Shape-DNA leaves objects
in their original forms, unlike the watermark approach [5].

Standard methods for computing the eigenvalues of the
Laplace-Beltrami operator may be applied to triangulated sur-
faces [4, 6, 7]. Such methods require an intermediate and non-
trivial triangulation step to be applied to other surface repre-
sentations such as point clouds. In this paper, we use the clos-
est point method (CPM) [8, 9, 10] to determine the Shape-
DNA of an object. The CPM is an embedding method that
approximates the surface operator in a band surrounding the
surface using standard derivative operators. The correspond-
ing partial differential equations may be approximated in the
band using finite difference, finite element or other standard
approaches. The CPM is based on the closest point repre-
sentation of the surface and has a straightforward application
to triangulated surfaces, point cloud surfaces as well as some
analytical shapes.

Section 2 reviews how to construct Shape-DNA and the
shape comparison algorithm from the eigenvalues of the
Laplace-Beltrami operator. Section 3 presents the clos-
est point method, which is used to determine the Laplace-
Beltrami eigenvalues for the corresponding Shape-DNA.
Shape comparison is carried out in Section 4 for triangulated
and point cloud surfaces. Section 5 summarizes our results
and the relation to prior work.

2. SHAPE-DNA

To determine the fingerprint of an object we first solve the
corresponding Laplace-Beltrami eigenvalue problem:

Problem 1 Given a surface S , determine the eigenfunctions
u : S → R and eigenvalues λ satisfying

−∆Su(x) = λu(x), for x ∈ S. (1)

Shape-DNA [4] may then be computed as follows:

Visualizing the Central Tendency of Ensembles of Shapes
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Figure 1: a) Visualization of a 2D ensemble of wind velocity fields. The median iso-contour determined by our method is shown in red, and
the local centrality with respect to the ensemble is color coded from dark blue (high centrality) to yellow (low centrality). For the marked
regions, (b) and (c) show the directional distributions of vectors to closest points that were used to classify the centrality. d) For a 3D scalar
ensemble field, the locally best matching median surfaces are combined in one single shape. Colors indicate different ensemble members.

Abstract

We propose a new approach for analyzing the central tendency (cen-
trality) of an ensemble of shapes in 2D or 3D space. Our approach
provides means to determine the most central shape from a given set
of shapes, to quantify the region-wise centrality of the shapes, and
to compute a locally most representative shape. Unlike previous
approaches, which build upon binary functions or signed distance
fields to locate domain points with respect to orientable shapes, we
introduce a closest point representation for the analysis of ensem-
bles of shapes. By using this representation, our approach can han-
dle arbitrary non-parametric shapes regardless of dimension and
orientability. Shapes are first converted into an implicit represen-
tation based on vectors to closest surface points, and the resulting
directional distributions are then used to perform region-wise clas-
sifications. Shapes are either analyzed separately by evaluating the
classifications over the shape, or additional fields are derived from
these classifications, in which specific shapes like the locally best
mean are given as level-sets. We demonstrate the effectiveness of
our approach on synthetic and weather forecast ensembles in 2D
and 3D.

Keywords: Ensemble visualization, closest point representation,
statistical summaries

Concepts: •Computing methodologies→ Image processing;

1 Introduction

Ensemble or multi-run simulations are used to estimate the uncer-
tainty inherent in the prediction of physical quantities, by providing
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a representative sample of the possible states that could evolve out
of perturbed initial conditions and different models. From the vari-
ability of the ensemble members at a particular time step, the un-
certainty of the current prediction can be estimated, and, by deter-
mining the prediction that best summarizes the ensemble, a central
tendency of the ensemble can be conveyed.

Analyzing the variability of a scalar field ensemble is often per-
formed by looking at spaghetti plots of specific features in the data,
such as iso-contours. Each spaghetti plot shows the contours in
all ensemble members at one single time step simultaneously. De-
scriptive statistics has been used to describe the main features of
contours. Contour boxplots [Whitaker et al. 2013] build upon the
concept of statistical data depth to measure the centrality of a con-
tour within the set of contours. Contour variability plots [Ferstl
et al. 2016b] model statistically the distribution of contours and
generate confidence intervals to emphasize their Euclidean spread.
However, these methods require closed and consistently oriented
contours to generate indicator fields that allow classifying locations
with respect to the contours.

In this work, we aim at developing an alternative approach for ana-
lyzing the central tendency of ensembles of curves and surfaces, as
illustrated in Fig. 1. Our approach is inspired by the work of Fer-
stl et al. [2016b], where signed distance fields are used as indicator
fields. In these fields, closed shapes are defined implicitly as zero
level-sets. In contrast, we adopt a vector-to-closest-point represen-
tation. In this representation, every location is characterized by a
distance and direction to the closest point, and a shape is defined
implicitly as the zero-vector level-set. We use such representations
as indicator fields, which allows us to handle arbitrary shapes and
obtain an improved classification of domain points with respect to
an ensemble of shapes.

Our specific contributions to ensemble visualization are:

• Classification of domain points with respect to the distribu-
tion of vectors to closest points: We consider ensembles of
vector-to-closest-point fields and classify the point-wise di-
rectional distributions using mixtures of von Mises-Fisher dis-
tributions.

• Computation of a statistical representative shape: By evaluat-
ing the classifications over the shape of each ensemble mem-
ber, the shape most central to the entire sample in a least-
squares sense can be determined.

• Quantification of the region-wise centrality of shapes: We in-

• (0:23) There has actually be a couple applications in geometry processing that measure the similarities between different 
shapes in a dataset


• But these applications only needed global information about the shapes

• The ability to handle local conditions that I will discuss later is what opened the door to numerous geometry processing 

applications



Grid-Based CPM

• (0:46) Up to now we just discussed the continuous theory and the generality of the types PDEs it can be applied to

• Most papers use a grid surrounding the manifold to implement the closest point method discretely on a computer

• I will focus on the most common grid-based approach in this course that uses finite-differences and Lagrange interpolation

• These approximations are usually chosen for their simplicity and since they have been well-studied

• However, the continuous theory puts no restrictions on the type of discretization

• Finite elements and other interpolation schemes can equally be used

• There are even some papers that use radial basis functions and we also recently developed a Monte Carlo based closest point 

method



Discrete Domain

c
Ω(𝒮) = {xi ∈ ℝd | ∥xi − cp𝒮(xi)∥ ≤ rΩ(𝒮)}N ≈ C h−dim(𝒮)

• (0:48) The computational domain is denoted Omega of S

• It is made up of grid points x_i within a tubular neighbourhood of tube-radius r_{\Omega(S)}. (Next) In other words, grid points 

whose closest points are at most a distance r_{\Omega(S)} apart.

• One may naively think that using the embedding space means the computation scales with the dimension of that space. 

However, (next) the number of grid points N actually scales with the dimension of the manifold dim(S). 

• This is because the tube radius r_{\Omega(S)} is finite

• I will discuss later how this radius is calculated, but with this finite radius, you can use Weyl’s tube formula to compute the 

volume of the tube and then approximate the number of grid points from the volume



Breadth-First Search

Δu(cp𝒮(x))

• (0:30) To construct the grid with this optimal scaling we use a breadth-first search so closest points are only computed within 
the tubular neighbourhood. Memory is allocated as needed using a sparse-grid data structure. (Next at end of animation)


• With this tubular computational domain, we now need to approximate the embedding PDE. This involves approximating the 
(next) differential operators like the Laplacian, and (next) the closest point extension. (Next)



Discrete Differentials

• (0:12) Standard finite differences are used to approximate differential operators on the grid, for example, the red 5-point stencil 
is used for the Laplacian in 2D



Discrete Differentials

0 1 2 43

23 24 25 27 28 29 30 31 3226

33 34 35 37 38 39 40 41 4236

5 6 10 11 127 8 9

13 14 15 17 18 19 20 21 2216

• (0:14) The grid points are all assigned indices and a matrix can be built that holds the weights of the stencils

• This red stencil is for grid point 8
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Discrete Differentials

-41 1 1 18

3 7 8 9 16

1
h2

• (0:30) In the row of the matrix for grid point 8, we insert the stencil weights in columns (next) that are part of the stencil

• For the Laplacian in 2D, (next) there is a 1/h^2 factor for all the weights. (Next)

• Then the weight of the grid point itself in column 8 is minus 4 (next)

• All other stencil weights are 1

• You do this for all grid points to fill out all the rows of the matrix
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• (0:52) The closest point extension involves interpolation since closest points are generally not at grid points. 

• For grid point 18, the closest point extension assigns the function value at the blue closest point. However, function values are 

only stored at grid points, so values from the orange interpolation stencil are used to approximate the function at the blue 
closest point. (Next)


• Similar to the construction of the finite-difference matrix, the rows for each grid point have non-zeros inserted into them (next)

• For grid point 18, we have these columns (next) that are part of the stencil

• Unlike the finite-difference weights, the interpolation weights are different for each stencil since they depend on the locations 

of the closest points



Matrix Form

Δu(cp𝒮) ≈ E uL

• (0:24) Once we build the finite-difference and interpolation matrices we can approximate the Laplace-Beltrami operator as  
(next) the finite-difference matrix L, (next) times the extension matrix E, (next) times the function values at grid points u


• You approximate all manifold differential operators in a similar way to form the matrix equation for the PDE you want to solve



∂u𝒮

∂t
= Δ𝒮u𝒮

Heat Equation

∂u
∂t

= Δu(cp𝒮)ui+1 = ui + Δt (LEui)∂u
∂t

= LEu E uiLuiui+1 = + Δt

• (1:05) Let’s consider the heat equation as an example (next)

• You construct the embedding PDE like we discussed before (next)

• The manifold differential operators are the spatial component of the PDE and is what the closest point method provides an 

approximation for (next) as L times E times u (next)

• There is also the time derivative in the heat equation and standard time-stepping methods are used to approximate it

• I won’t review time-stepping methods in this course, but consider using an explicit time-stepping method like forward Euler 

method (next)

• So to get the solution at the next time step, I+1, you take the current solution at I and add the Laplace-Beltrami approximation 

at time I also, and scale by the size of the time step (next)

• Pictorially, it looks like this and just involves multiplying matrices and adding vectors to compute the future solution



E ui+1Luiui+1 = + Δt

Heat Equation

EL uiui+1 =I − Δt( )=A u b

• (1:13) For backward Euler time-stepping the far right (next) u^I becomes u^{I+1}

• So you need to rearrange the equation (next) then solve the matrix equation instead of just the multiplication and addition in 

the forward Euler case

• One important thing however is that when L and E are used in a matrix equation, there is a small modification that needs to be 

performed to the matrices first

• I won’t discuss the modification details, but there are different ways to understand the reason why and how to derive the 

modification necessary

• One is that the matrix equation is numerically unstable. This is because the solution of this equation is not guaranteed to be 

constant in the normal direction to the manifold.

• You need to add an extra term to penalize the solutions constant normal deviation to fix the numerical instability

• This is also the case when solving stationary PDEs, i.e., those that do not depend on time (next)

• In both cases you end up with a matrix equation like this that you solve



Discrete Domain

rΩ(𝒮) ≤ h (d − 1)( p + 1
2 )

2

+ (q +
p + 1

2 )
2

Ω(𝒮) = {xi ∈ ℝd | ∥xi − cp𝒮(xi)∥ ≤ rΩ(𝒮)}

• (2:40) Now that we know we are using finite difference and interpolation stencils, we can derive an upper bound for the 
computational tube radius r Omega S (next)


• As I previously mentioned, the fact that r Omega S is finite is the reason the computation scales with the dimension of the 
manifold S itself and not the embedding space


• If this was not the case, it would make the closest point method too expensive compared to other methods directly on a mesh 
or a point cloud, for example


• To derive an upper bound on r Omega S we must figure out how far from the manifold a grid point can be in the necessary 
stencils (next)


• The furthest grid point will be at the tip of a red finite-difference stencil that is centred at one of the corners of the orange 
interpolation stencil


• The interpolation stencils are chosen to be as symmetric as possible, so the closest point in white will be in the centre cell, but 
we do not know in general where within that cell


• So to get an upper bound, we look at the distance between the furthest grid point in the centre cell to the tip of the finite 
difference stencil, so the length of the solid black line


• (Next) working out the geometry you get that r Omega S is upper bounded by this, (next) where h is the grid spacing, (next) d is 
the dimension of the embedding space so 2 in this example, (next) p is the degree of the interpolation polynomial which is 



equal to the number of spaces along one dimension of the stencil, (next) and q is the number of spaces from the centre to the 
tip of the finite difference stencil


• Note that in most cases the stencils are not this big, they are just shown for illustrative purposes

• The size of the stencils depend on the order of accuracy you want for the solution

• The only restriction is that the order of accuracy for the interpolation needs to be at greater than or equal to the highest order 

differential operator in the PDE

• So for the Laplace-Beltrami operator, we must have at least 2nd order interpolation, so p must be greater than or equal to 2



Closest Point Computation

(u, v)

F(x, y, z) = (x − z2)2 + y2 + z2 − 1

Closest Points, Moving Surfaces, and

Algebraic Geometry

Jan B. Thomassen, P̊al H. Johansen, and Tor Dokken

Abstract. This paper presents a method for computing closest

points to a given parametric surface based on “moving surfaces”.

Moving surfaces are implicitly defined objects that allow us to for-

mulate the problem in terms of two univariate polynomial equa-

tions. The idea is to obtain a faster and more reliable method of

computing closest points, compared to conventional methods based

on Newton iterations. We also describe an implementation of our

algorithm which – although not being fast – is very reliable.

§1. Introduction

In this paper, we present a new method for calculating closest points
to a parametric surface. The method is based on algebraic techniques,
in particular on moving surfaces. Moving surfaces are objects that have
previously been used for implicitization [6], but the closest point problem
now provides another application of these.

Recently, there has been renewed interest in exploring links between
geometric modeling and algebraic geometry [5]. The work presented in this
paper is a part of this trend, and extends work from the European Com-
mission project GAIA II (see the Acknowledgements). Algebraic geometry
has many uses in geometric modeling, including such applications as point
classification, implicitization, intersection and self-intersection problems,
ray-tracing, etc. It was therefore natural to ask whether algebraic geom-
etry also can be used in algorithms for computing closest points.

The closest point problem is a generic problem in CAGD. Applications
include surface smoothing, surface fitting, and curve or surface selection.
The closest point problem can be described in the following way. We are
given a parametric surface p(u, v) and a point x0 in space. We want to
find the point pcl on the surface that is closest to x0, or more precisely,
we want to find the parameters (ucl, vcl) of pcl.

The conventional way to compute closest points involves iterative meth-
ods, like Newton’s method, to minimize the distance function from x0 to
a point on the surface. This leads to solving a set of two polynomial

COMM. APP. MATH. AND COMP. SCI.
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HIGH-ORDER METHODS FOR COMPUTING DISTANCES
TO IMPLICITLY DEFINED SURFACES

ROBERT I. SAYE

Implicitly embedding a surface as a level set of a scalar function � : Rd ! R

is a powerful technique for computing and manipulating surface geometry. A
variety of applications, e.g., level set methods for tracking evolving interfaces,
require accurate approximations of minimum distances to or closest points on
implicitly defined surfaces. In this paper, we present an efficient method for
calculating high-order approximations of closest points on implicit surfaces,
applicable to both structured and unstructured meshes in any number of spatial
dimensions. In combination with a high-order approximation of �, the algorithm
uses a rapidly converging Newton’s method initialised with a guess of the closest
point determined by an automatically generated point cloud approximating the
surface. In general, the order of accuracy of the algorithm increases with the
approximation order of �. We demonstrate orders of accuracy up to six for
smooth problems, while nonsmooth problems reliably reduce to their expected
order of accuracy. Accompanying this paper is C++ code that can be used to
implement the algorithms in a variety of settings.

1. Introduction

A powerful technique for representing curves in two dimensions and surfaces in
three dimensions is to define them implicitly, via a fixed level set of a continuous
function � : Rd ! R. Implicit representations of surfaces lead to mathematical
and computational advantages in a wide array of problems, such as in methods for
computing diffusion and advection processes on embedded surfaces [2; 5; 15], in
level set methods [20; 28; 19] for propagating interfaces coupled to computational
fluid dynamics [34; 30], and in mesh generation for implicitly defined geometry
[21; 24].

Given an implicitly defined surface embedded in Rd , a common task is to calculate
the closest point on the surface to a given query point x 2 Rd . For example, level
set methods may require the construction of extension velocities [16; 3] or signed
distance functions corresponding to a moving interface. In this context, the query

MSC2010: primary 65D99, 68U05, 35R37; secondary 65D17, 65D18, 35R01.
Keywords: implicit surfaces, closest point, level set methods, reinitialisation, redistancing, high-order.
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Abstract

A novel method for projecting points onto a point cloud, possibly with noise, is presented based on the point directed projection (DP) algorithm
proposed by Azariadis P., Sapidis N. [Drawing curves onto a cloud of points for point-based modelling. Computer-Aided Design 2005; 37(1):
109–22]. The new method operates directly on the point cloud without any explicit or implicit surface reconstruction procedure. The presented
method uses a simple, robust, and efficient algorithm: least-squares projection (LSP), which projects points onto the point cloud in a least-squares
sense without any specification of the projection vector. The main contribution of this novel method is the automatic computation of the projection
vector. Furthermore, we demonstrate the effectiveness of this approach through a number of application examples including thinning a point cloud,
point normal estimation, projecting curves onto a point cloud and others.
c� 2006 Elsevier Ltd. All rights reserved.

Keywords: Point clouds; Projection; Least-squares; Reverse engineering

1. Introduction

With 3D scanners becoming the standard source for
geometric data acquirement, point clouds have received
a growing amount of attention as an alternative surface
representation [16,26]. Point-based techniques such as point
rendering [16], parameterization [7], simplification [27],
thinning [3], area computation [21], registration [11,23], and
reconstruction [18], also become an active research area in
computer aided design (CAD) and computer graphics (CG).
In this paper, we focus on the projection of points onto point
clouds, which is a common problem for many point-based
techniques.

Projecting a point onto a parametric or implicit surface
in order to find the closest point (footpoint) is an important

⇤ Corresponding author at: School of Software, Tsinghua University, Beijing
100084, PR China. Tel.: +86 10 62795455; fax: +86 10 62795460.

E-mail addresses: liuyushen00@gmail.com (Y.-S. Liu),
paul@tsinghua.edu.cn (J.-C. Paul), yongjh@tsinghua.edu.cn (J.-H. Yong),
yupiqiang@gmail.com (P.-Q. Yu), huizhang@tsinghua.edu.cn (H. Zhang),
ramani@purdue.edu (K. Ramani).

problem in geometric modeling, computer graphics, and
computer vision (e.g. Refs. [13,22,29]). Similarly, projecting a
point onto a point cloud is also a key issue in many point-based
techniques. It can be used in the moving least squares (MLS)
technique [18,20], the point cloud collision detection [15],
and the ICP (iterative closest point) algorithm for shape
registration [9,23]. Based on a novel point directed projection
algorithm, Azariadis [7] develops the Dynamic Base Surfaces
(DBS) method in order to solve the parameterization problem
for unstructured point clouds. The resulting parameterization is
then utilized for high-accuracy surface fitting. By combining
with the point directed projection algorithm, Azariadis and
Sapidis [8] also design a new curve-drawing technique for
producing curves lying onto point clouds.

1.1. Related work

Traditionally, there are many methods for projecting a point
onto a parametric or implicit surface [13,22,29]. A review of
the many available methods for computing the projection point
onto the parametric or implicit surface is beyond the scope

0010-4485/$ - see front matter c� 2006 Elsevier Ltd. All rights reserved.
doi:10.1016/j.cad.2006.09.001
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BVH Split Strategies for Fast Distance Queries

Robin Ytterlid Evan Shellshear
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Figure 1. Splitting in the direction of highest covariance

Abstract

This paper presents a number of strategies focused on improving bounding volume hierarchies
(BVHs) to accelerate distance queries. We present two classes of BVH split strategies that are
designed specifically for fast distance queries, but also work well for collision detection and
we compare their performance to existing strategies as well as the new ones introduced here.
The classes of split strategies improve distance query performance by constructing a BVH
to provide better SSE-utilization during proximity queries and also improve the quality of
bounding volumes of the BVH. When combined with each other, our two approaches can
offer up to five times better distance query performance and twice as fast collision queries
than standard split methods.

1. Introduction

The widespread use of simulation and animation in industry, such as in virtual man-
ufacturing or computer-aided design, requires software developers to create increas-
ingly efficient and powerful mechanisms for handling the interaction of complex-
shaped, deformable objects with each other. One of the major bottlenecks in such

1

Spelunking the Deep: Guaranteed!eries on
General Neural Implicit Surfaces via Range Analysis
NICHOLAS SHARP, University of Toronto, Canada
ALEC JACOBSON, University of Toronto, Adobe Research, Canada

Neural implicit representations, which encode a surface as the level set of a
neural network applied to spatial coordinates, have proven to be remark-
ably e!ective for optimizing, compressing, and generating 3D geometry.
Although these representations are easy to "t, it is not clear how to best
evaluate geometric queries on the shape, such as intersecting against a ray
or "nding a closest point. The predominant approach is to encourage the
network to have a signed distance property. However, this property typically
holds only approximately, leading to robustness issues, and holds only at the
conclusion of training, inhibiting the use of queries in loss functions. Instead,
this work presents a new approach to perform queries directly on general
neural implicit functions for a wide range of existing architectures. Our key
tool is the application of range analysis to neural networks, using automatic
arithmetic rules to bound the output of a network over a region; we conduct
a study of range analysis on neural networks, and identify variants of a#ne
arithmetic which are highly e!ective. We use the resulting bounds to develop
geometric queries including ray casting, intersection testing, constructing
spatial hierarchies, fast mesh extraction, closest-point evaluation, evaluating
bulk properties, and more. Our queries can be e#ciently evaluated on GPUs,
and o!er concrete accuracy guarantees even on randomly-initialized net-
works, enabling their use in training objectives and beyond. We also show a
preliminary application to inverse rendering.

CCS Concepts: • Computing methodologies→ Shape analysis; Shape
representations; •Mathematics of computing → Interval arithmetic.

Additional Key Words and Phrases: implicit surfaces, neural networks, range
analysis, geometry processing

1 INTRODUCTION
Representing shapes presents a fundamental dilemma across visual
and scienti"c computing: point clouds and voxel grids are easy
to process e#ciently, but lack explicit connectivity information;
meshes o!er a concise and precise description of a surface, but may
require di#cult unstructured computation, etc. Recently, neural im-
plicit representations have emerged as a promising alternative for
a variety of important tasks—the basic idea is to encode a surface
as a level set of a neural network applied to spatial coordinates.
These neural implicit surfaces inherit many of the strengths which
have made neural networks ubiquitous across visual computing,
including e!ective gradient-based optimization, integration with
data-driven priors and objectives, and straightforward paralleliza-
tion on modern hardware.
However, there is a price to pay in return for these strong prop-

erties: there is no clear strategy for evaluating even the most basic
geometric queries against a neural implicit surface, such as inter-
secting a ray with the surface, or "nding a closest point. It would

Authors’ addresses: Nicholas Sharp, University of Toronto, Canada, nsharp@cs.toronto.
edu; Alec Jacobson, University of Toronto, Adobe Research, Canada, jacobson@cs.
toronto.edu.
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Fig. 1. Our method enables geometric queries on neural implicit surfaces,
without relying on fi"ing a signed distance function. Several queries are
shown here on a neural implicit occupancy function encoding a mine cart.
These operations open up new explorations of deep implicit surfaces.

seem that the only thing we can do with such a function is to sample
it at a point. In a sense, the powerful generality of neural networks
is exactly what makes them di#cult to query—because they can
approximate arbitrary functions with adaptive spatial resolution, it
is very di#cult to characterize the geometry of their level sets.

One popular recourse is to attempt to "t implicit functions which
not only encode a surface via their zero level set, but furthermore
have a signed-distance function (SDF) property away from the level
set: the magnitude of the function gives the distance to the surface.
Although exact SDFs are well-suited for many queries in geometry
processing, approximate neural SDFs leave much to be desired. First,
such networks are only approximately SDFs, and may overestimate
the distance to the surface, causing queries to fail unpredictably.
More importantly, the SDF property only applies after a network
has been successfully "tted; thus we cannot make use of geometric
queries in the early stages of training, e.g., to de"ne geometric
loss functions. Even more broadly, relaxing the expectation that a
network "ts an SDF opens up a broader class of neural network
formulations and objectives, such as those based on occupancy (e.g.,
as in Section 5).

• (0:39) One final detail I did not mention yet is how to actually compute closest points

• There has been lots of work for computing closest points to different surface representations

• Here are some example papers for meshes, point clouds, parameterizations, and level sets

• There has even been work on computing closest points to neural implicits 

• So if you have a closed manifold that is everything you need for the closest point method, next I will talk about how to impose 

boundary conditions

• Are there any questions up to this point? (22 minutes / )



Boundary Conditions

u𝒮 = f𝒮 on ∂𝒮∇𝒮u𝒮 ⋅ n∂𝒮 = f𝒮 on ∂𝒮αu𝒮 + β∇𝒮u𝒮 ⋅ n∂𝒮 = f𝒮 on ∂𝒮

• (0:53) Boundary conditions for PDEs come in many forms (next)

• For example, Dirichlet boundary conditions specify the solution value itself on the boundary as f_S

• So the solution value is known on the white curve of this Mobius strip and solving the PDE obtains the solution over the rest of 

the surface

• Another common boundary condition is the Neumann boundary condition (next), where the gradient in the conormal direction 

is specified

• The conormal is not the normal (next) to the manifold S shown here in black, (next) it is the vector orthogonal to both the 

manifold normal and the tangent direction of the boundary curve, shown in red

• (Next) there is also the Robin boundary condition, where a weighted sum of the Dirichlet and Neumann conditions are 

specified



Exterior Interior

• (0:28) The most common way to think about boundary conditions is that they are located on the physical boundary of your 
domain


• For example on this white curve

• We call these exterior boundary conditions

• But (next) in many problems in geometry processing the boundary conditions can be defined at points or curves away from 

the exterior, so these are referred to as interior boundary conditions



• (0:40) Interior boundary conditions are seen throughout geometry processing in many different applications

• For example, diffusion curves can be used to colour the surface of this dragon

• The colour values are specified on both sides of these interior boundary curves, which are a Dirichlet conditions (next)

• Or you might want to compute the geodesic distance to this black curve

• Or even design a vector field by specifying a sparse set of directions

• Therefore the ability to handle interior boundary conditions is essential to unlock the closest point method for geometry 

processing



Exterior Boundary Conditions

• (0:14) But before we get to interior boundary conditions, we need to understand how exterior boundary conditions are imposed

• Interior boundary conditions will make use of similar modifications, so let’s start here



Exterior Boundary Set

Ω(∂𝒮) = {xi ∈ Ω(𝒮) | cp𝒮(xi) ∈ ∂𝒮}Ω(∂𝒮)
∂𝒮

𝒮⊥

Ω(𝒮)

𝒮

• (0:28) The exterior boundary set is denoted Omega of partial S

• These are grid points whose closest point is on the physical boundary of the manifold (next)

• These are the purple points here, since they all have the white boundary point as their closest point

• You can also think of the boundary set as all the grid points past the green normal manifold Sperp at the boundary



Ω(∂𝒮)

𝒮⊥

Ω(𝒮)

𝒮

Zero-Neumann Exterior BCs

• (0:49) The natural boundary conditions of the closest point method are 1st order accurate zero-Neumann conditions

• In other words, this is what you get if you just build the discrete system in the same way as if it were a closed manifold

• This is because the closest point method extends data constant in the normal direction (next), so there is a zero gradient in the 

normal direction

• But wait now, (next) it is the conormal direction that zero-Neumann conditions must satisfy

• Because the normals for the grid points past S perp are not uniquely defined, (next) they is in all directions in the half tubular 

region of the boundary set

• So there is also a zero gradient in the conormal direction



Ω(∂𝒮)

𝒮⊥

Ω(𝒮)

𝒮

Dirichlet Exterior BCs

∂𝒮α

ααα

ααα

ααα

ααα

α

αα

• (0:22) For Dirichlet boundary conditions we actually do need to modify the equations

• The exact prescribed boundary condition (next) alpha at the closest point is extended to the purple boundary points instead 

(next)

• This results in a first order accurate approximation of the Dirichlet boundary condition




Dirichlet Exterior BCs
Ω(∂𝒮)

𝒮⊥

Ω(𝒮)

𝒮

α

ααα

ααα

ααα

ααα

α

αα

ELA =

• (0:30) The changes necessary for the matrix representation of the Laplace-Beltrami approximation only occur in the closest 
point extension matrix


• Nothing changes for discrete Laplacian because there is no grid connectivity changes

• Just the data that is extended onto the grid in the boundary subset changes

• So first (next) the matrix E is assigned identity rows for indices that belong to the boundary set in purple




b

Dirichlet Exterior BCs

A =u

Ω(∂𝒮)

𝒮⊥

Ω(𝒮)

𝒮

α

ααα

ααα

ααα

ααα

α

αα

• (0:23) Then, a second modification has to happen at the full matrix system level

• We need equations for the boundary subset to state that u equals alpha

• So A (next) gets identity rows for the boundary set indices and (next)

• b gets the prescribed Dirichlet value alpha




2nd-Order Zero-Neumann BCs

x−1 x0 x1 x2 …x3

∂u
∂x

∂𝒮

= 0

⇒ u−1 = u1

∂𝒮

≈
1
2h

(u1 − u−1)

• (1:30) For second order accuracy, let’s first consider what is done for standard Cartesian finite differences

• You have the boundary (next) partial S at the grid point x_0

• The Laplacian in 1D is approximated using a 3 point stencil (next)

• This is the Laplacian stencil for x 2, and it is applied on all grid points (next) like x 1 also

• The stencil also needs to be used at x 0, but it would extend outside the domain, so a ghost point (next) x -1 is introduced and 

now the stencil can fit

• We obtain data for x -1 using the zero Neumann boundary condition

•  (Next) In 1D, the Neumann condition is just that the derivative at partial S is equal to zero (next)

• A second-order finite difference approximation centered at x_0 involves data at (next)  x_1 and (next) x_{-1}

• We rearrange this equation to find that (next) u at x -1 is equal to u 1

• The key property I wanted to show with this example is that the data at the ghost location outside of the domain is replaced 

(next) by the data at its mirror location, 

• That is, the location reflected through partial S




2cp𝒮(xk) − xkxk + 2(cp𝒮(xk) − xk)

2nd-Order Zero-Neumann BCs

= cp𝒮(xk)

cp𝒮(xk)

∂𝒮

𝒮

xk

u(xk) = u(cp𝒮(xk))

= cp𝒮(2cp𝒮(xk) − xk)

• (1:32) For the closest point method, grid points like this x_k in the boundary set are like the ghost points in standard finite 
differences


• To achieve second order accuracy we need to improve the data that is extended to the ghost points

• I will take you through the construction of the modified extension, and it will make sense why in the end 

• The closest point (next) to x k is the on the boundary partial S

• We project two times (next) in the direction the closest point to get this new point, (next) which simplifies to 2 times the closest 

point minus x k

• Then we compute the closest point of this doubly projected point, (next) giving what is denoted as cp bar of x k

• (Next) it is the data at cp bar that is extended to x k (next)

• This is because cp bar is an approximate mirror location (next)

• You are basically approximating the manifold as a plane near partial S (next) and this red point would be the closest point to x k 

for that extended manifold

• If the manifold is planar near partial S, cp bar is the exact mirror location



2nd-Order Dirichlet BCs

x−1

u(x − h) = u(x) − h
∂u
∂x

(x) + O(h2)

∂𝒮

u−1 = u0 − h
∂u
∂x

∂𝒮

+ O(h2)u−1 = u0 − h ( 1
2h

(u1 − u−1) + O(h2)) + O(h2)

u−1 = 2u0 − u1 + O(h2)

x0 x1 x2 …x3

• (0:52) For 2nd order Dirichlet boundary conditions we again take inspiration from standard Cartesian finite-differences (next)

• We can Taylor expand u at x minus h about x (next) which discretely gives u at x -1 equal to u at x 0,  minus h times the 

derivative at x 0,    plus higher order terms

• Substituting in the second order approximation of the derivative we seen in the Neumann case, gives this (next)

• And finally, rearranging (next) gives the equation for the Dirichlet ghost point as 2 times the value at the boundary x 0 minus 

the value at the mirror location x 1



2nd-Order Dirichlet BCs

𝒮

xk

u−1 = 2u0 − u1 + O(h2)

u(xk) = 2u(cp𝒮(xk)) − u(cp𝒮(xk))

cp𝒮(xk)

cp𝒮(xk)

• (0:46) Now we want to convert this equation to our closest point method setting

• Recall that we want to extend data to the boundary set point x k (next)

• With a planar approximation of the extended manifold, this red point (next) would be its closest point

• The green point is (next) the actual closest point of x k

• And the black point is (next) the approximate mirror location cp bar

• (Next) So we extend data to x k as 2 times the prescribed Dirichlet value at the actual green closest point minus the solution at 

the mirror location cp bar




Inhomogeneous Neuman and Robin BCs

The Closest Point Method for Surface PDEs with General
Boundary Conditions

Tony Wong∗ Colin B. Macdonald† Byungjoon Lee‡ ,¶

November 25, 2025

Abstract

We generalize the closest point method (CPM) to solve surface partial di!erential equations
with general boundary conditions. The proposed extrapolation method provides a unified frame-
work for treating a broad class of inhomogeneous Neumann and Robin boundary conditions within
the framework of CPM. The accuracy and robustness of the method are demonstrated through
numerical convergence studies of an elliptic problem, Steklov eigenvalue problems, and a nonlinear
reaction–di!usion system.

Keywords— Closest point method, surface computation, implicit surfaces, partial di!erential equations,
boundary conditions

1 Introduction

Many partial di!erential equations (PDEs) arising in scientific and engineering problems are defined on curved
surfaces, which requires robust and accurate numerical methods to resolve the geometry. The closest point
method (CPM) [1] is a versatile embedding method for numerically solving PDEs on curved geometry, with
applications such as pattern formation [2], [3], [4], [5], geometry and image processing [6], [7], [8], [9], [10], and
first-passage time problems of di!usion [11], [12].

However, there is limited discussion on the uses of CPM for open surfaces. It remains an open challenge to
extend the CPM to surface PDEs with general boundary conditions beyond the homogeneous Neumann and
Dirichlet types [13]. In this paper, we provide a simple and accurate extrapolation technique for the CPM to
tackle a broad class of boundary conditions. Our work is particularly relevant for applications where boundary
e!ects are critical, such as fluid dynamics on curved interfaces and biological membrane modeling.

1.1 Terminology and notations

Let S be an open surface — a smooth surface embedded in R3, with a co-dimension one boundary ωS. For
x → S, let N(x) be a unit normal to S. For y → ωS, let T(y) a unit tangent to ωS, and n(y) the unit outward
co-normal to ωS, as in Figure 1. Let ↑S be the surface gradient on S and ωn = n · ↑S be the co-normal
derivative defined on ωS. In this paper, we consider the following boundary condition for a function u defined
on S:

ωnu
∣∣
y

= j (y, u(y)) , y → ωS. (1.1)

The form (1.1) includes many commonly used boundary conditions. For example, the homogeneous Neumann
condition corresponds to j = 0, while the Robin condition corresponds to j = ↓εu.

The closest point function of S is defined by cp(x) := arg miny→S ↔x↓y↔, where ↔ ·↔ denotes the Euclidean
norm. Provided that S is smooth, there exists a tubular neighbourhood B(S) where the closest point function

∗Department of Mathematics, University of California, Los Angeles, USA
†Department of Mathematics, The University of British Columbia, Canada
‡Department of Mathematics, The Catholic University of Korea, Republic of Korea
¶Corresponding author. Email: blee@catholic.ac.kr
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• (0:18) I won’t discuss the details in this course, but similar ideas were used to handle inhomogeneous Neumann and Robin 
boundary conditions in a paper published just this month, which first appeared on arXiv at the end of 2025 



Interior Boundary Conditions

• (0:23) Now we will get into the details around what made many geometry processing applications possible with the closest 
point method: Interior Boundary Conditions


• Are there any questions up to this point? (10 minutes / 32 minutes)

• As a reminder, interior boundary conditions are defined at points or curves located away from the physical boundary of the 

manifold



Ω(𝒞) = {xi ∈ Ω(𝒮) | ∥xi − cp𝒞(xi)∥ ≤ rΩ(𝒞)}

Interior Boundary Set

𝒞

• (0:45) So you have some boundary condition you want to impose, located at the point C, shown in white

• The big problem is that the embedding space near C overlaps the manifold, unlike in the exterior boundary case. 

• In the exterior case we are free to alter the closest point extension of data to impose boundary conditions, but here we must 

simultaneously satisfy the PDE (next)

• The interior boundary set are the grid points in this thick black region (next)

• It is denoted Omega of C and are all the grid points within a tube radius distance to their closest point on C



Ω(𝒞)
α α α α α α

α

α α α α α

α α α α α α

α

α α α α α

α α α

α

• Fix all points in  to have Dirichlet value  

• 1st order accurate, but with large error constant! 

• Only applies to Dirichlet BCs

Ω(𝒞) α

Auer et al. 2012

• (0:30) There was one existing approach to impose interior boundary conditions in the paper of Auer et al. (next)

• They fixed all points in Omega C to have the Dirichlet value (next)

• But this is obviously only first order accurate and it has a large error constant (next)

• This is because you are basically fixing this entire red region of the manifold to have the Dirichlet value (next)

• This approach can also only handle Dirichlet boundary conditions



Ω(𝒞)
α

• Instead fix nearest grid point 

• First order accurate, improves error constant 

• Only applies to Dirichlet BCs

Nearest Grid Point

• (0:38) We realized during our exploration of interior boundary conditions that you could also just fix the nearest grid point with 
the Dirichlet value (next)


• This is however still only first order accurate, but it improves the error constant of the Auer et al. method (next)

• Again, it only applies to Dirichlet boundary conditions

• However, if all you need are Dirichlet interior boundary conditions that are 1st order accurate with a descent error constant, 

fixing one grid point is much simpler to implement than the full framework I will discuss next



Ω(𝒞)

• (0:28) For the general framework, consider the 1D curve embedded in 2D with an interior boundary point shown here in white. 

• Boundary conditions require modifications to stencils near the boundary, but as I mentioned before, we also need to impose 

the PDE itself in this same region

• Therefore, the grid is duplicated near the white point to introduce new degrees of freedom, that is within the thick black grid 

Omega C (Next)



𝒮⊥

Ω(𝒞)

• (0:16) The original black grid and the new interior boundary grid are partitioned based on the location of their closest points 
with respect to the normal manifold S-perp, shown in green. 


• The two sides of the duplicated degrees of freedom are coloured yellow and purple. (Next)



• (0:55) Finally, each side of the new interior boundary grid is joined to the opposite side of the original grid. We warp into 3D to 
show the final grid connectivity. In actuality, the final grid is a nonmanifold grid in 2D. 


• But here is the important thing, now you have space in these purple and yellow regions to alter the closest point extension to 
impose boundary conditions.


• The exact same techniques for exterior boundary conditions are used in these yellow and purple portions of the nonmanifold 
grid to enforce interior boundary conditions


• Unfortunately there is one problem. You can implement it exactly like this for orientable manifolds and this illustration is great to 
understand intuitively what should be done. (Next)



• (0:24) But, constructing the nonmanifold grid directly only works if a global partition of the grid can be obtained. For 
nonorientable surfaces where the interior boundary fully loops around, no global partition is possible.


• You have this unavoidable flip of the yellow and purple regions as you travel around the white curve



• (0:44) Instead, we locally check each stencil for grid points whose closest points cross the green normal manifold. This 
example shows an interpolation stencil in orange and a finite-difference stencil in red that intersect the normal manifold. 


• Modifications are performed on a per stencil basis to enforce the boundary conditions 

• The modifications happen at grid points whose closest points cross with respect to what we call the stencil director.

• The stencil director for an interpolation stencil is the interpolation query point

• The stencil director for finite difference stencils is the closest point of the stencil’s centre 



x1 x2

cp𝒮(x1)

cp𝒮(x2)

𝒞𝒮 𝒮⊥

• (0:28) To successfully apply our approach we must be able to determine if the closest points are on opposite sides of the 
normal manifold S perp. Consider two points x1 and x2 with corresponding closest points cp_S. 


• A naive approach would construct an explicit representation of S perp, for example as a mesh, and then check (next) if the line 
segment between the closest points (next) intersects S perp. (Next)



x1 x2

cp𝒮(x1)

cp𝒮(x2)

𝒞𝒮 𝒮⊥

cp𝒞(x2)
cp𝒞(x1)

x1 x2

cp𝒮(x1)

cp𝒮(x2)

𝒞𝒮 𝒮⊥

cp𝒞(x1)

(0:07) Instead, we compute the closest points (next) to the boundary curve C




x1 x2

cp𝒮(x1)

cp𝒮(x2)

𝒞𝒮 𝒮⊥

cp𝒞(x2)
cp𝒞(x1)

x1 x2

cp𝒮(x1)

cp𝒮(x2)

𝒞𝒮 𝒮⊥

cp𝒞(x2)
cp𝒞(x1)

• (0:28) And the orange vectors (next) will point in opposite directions if cp_S of x1 and x2 are on opposite sides of S perp. So it 
becomes just a simple test on the sign of the dot product between the vectors


• I will refer to these orange vectors as cp diff, since they are the difference between the closest point on S and the closest point 
on C




Boundary Condition DOFs

u
=

L E b

• (1:27) So in the overall matrix equation, you add extra rows and columns for the new interior boundary condition degrees of 
freedom shown in green


• Recall that each row corresponds to a specific grid point, which in this case is the index of the stencil director

• The non-zero column entries correspond to the stencil weights for each grid point that is part of the stencil for that row

• Column entries are moved to their corresponding boundary condition DOF in the green region if the column’s closest point was 

on the opposite side of S-perp compared to the stencil director

• There is a key difference here compared to exterior boundary conditions, the Laplacian matrix also needs to be modified, not 

just the extension

• However, the stencil weights for the Laplacian are just moved to a different column because it is just a change in connectivity 

of the degrees of freedom 

• The weights in the extension matrix E and green rows in u and b will change to impose the boundary condition equations

• The changes in the closest point extension depend on what type of boundary condition is imposed, like Dirichlet or Neumann, 

and if you want first or second order accuracy



Open Curves

Ω(𝒞)

• (0:40) One thing to know about boundary conditions located on open curves is that you don’t apply the boundary condition 
modifications outside the endpoints of the open curve (next)


• All grid points within a tube-radius distance from the curve are in the interior boundary set definition (next)

• This would include the half-tubular end caps around the endpoints of the open curve shown in pink

• But we only want the PDE to be enforced in these pink regions

• So we don’t apply the boundary condition modifications if the closest point to the curve C is one of the endpoints



Points

• (0:50) Maybe less intuitive is that there is no change needed for point interior boundary conditions

• This is because we want the equations for both the boundary conditions and the PDE to be enforce everywhere in the space 

surrounding the white boundary point

• The stencil director rotates around the white point in all directions as the interpolation query point circles around

• The stencil is split into regular PDE based equations and boundary condition equations by the half space plane defined by the 

stencil directors direction

• The purple points here correspond to the indices involved in the boundary condition modifications 

• So you can see as the you consider all the stencils surrounding the white point, all grid points get coloured both orange and 

purple



Discontinuous Poisson 
Dirichlet IBC

Heat Equation 
Dirichlet IBC

Heat Equation 
Neumann IBC

Screened Poisson 
Closed Curve

Screened Poisson 
Open Curve

• (0:25) The expected convergence rates were verified on a multitude of analytical problems.

• We checked both the first order and second order interior boundary condition algorithms

• Also both Dirichlet and Neumann conditions for different PDEs were used for convergence tests

• We even checked a discontinuous Poisson equation with two different Dirichlet values on either side of the boundary in the 

leftmost example



Poisson Equation

Δ𝒮u = f

𝒮 = {x ∈ ℝ3 | (x − z2)2 + y2 + z2 = 1}

u = xy

f =
2y(−32x5z4 − 16x5z2 − 32x4y2z4 + ⋯

(4y2z2 + 4xz2 − 4z2 − 1)3

• (0:54) We also did a comparison between using the closest point method approaches and the mesh based cotan Laplacian

• We solve the Poisson equation on the Dziuk level-set surface, with the exact solution u = x y and impose a Dirichlet boundary 

condition on the white curve

• It might seem like a simple problem, but the right hand side function f for this exact solution on this surface is (next) given by 

this equation

• Which has 50 plus terms in the numerator with different polynomial degree combinations

• So it makes for a decent analytical test problem

• Also it is nice that this surface has both positive and negative curvature

• All other problems with exact solutions I know of are on manifolds with only positive curvature, like the sphere, torus, and 

cylinder  



Mesh Construction

TgTb

1:4 Subdivide + CP project  
 Round 4

1:4 Subdivide + CP project + edge flips  
 Round 4

• (1:14) I will show the comparison on the next slide, but first, these are the different methods

• We have a good and bad triangulation, T g and T b, as the dashed lines, the main IBC closest point method with 1st and 2nd 

order accuracy in blue and orange. Then the nearest point approach in purple and the only existing method by Auer et al. in 
pink.


• (Next) I want to focus on how the meshes were constructed here

• This is the bad triangulation that has some quite poorly shaped triangles

• (Next) Here is the it after 4 rounds of refinement, which is done by splitting each triangle by adding a vertex at the midpoint of 

edges, but projecting the vertex onto its closest point also

• (Next) This is the good starting triangulation and the refinement after 4 rounds. Delaunay edge flips are also performed to 

improve this triangulation at each level.



Closed IBC

• (1:45) We will start with a closed curve for the interior boundary condition comparison

• The first thing to point out about the comparisons are the axes. Computation time vs error and memory usage vs error. 

• This is because you can not directly compare the mesh resolution with the grid spacing of the closest point method. The grid 

spacing in the embedding space does not correspond to the distance between points on the surface. Which is what it is in a 
mesh.


• The closest points for neighbouring grid points can spread apart or come closer together depending on the convexity of the 
surface


• Comparing instead computation time vs error(next), it can be see that our 2nd order implementations in orange has the lowest 
error for a fixed computation time


• (Next) The same behavior of all the methods is seen for memory usage also

• The first order and nearest point approach in blue and purple are basically the same and fall between the dashed lines from the 

good and bad triangulations

• This makes sense because the mesh based method is also first order accurate, but it is nice to see that the error constant is 

much better than the existing Auer et al. method in pink

• The mesh based method is first order accurate because the interior boundary condition is imposed by fixing the Dirichlet value 

at all the nearest vertices to the white curve




• The meshed based method might be improved in different ways, but we were just looking for a baseline

• The purpose of this comparison was just to see roughly how the closest point method performs compared to a mesh based 

method



Open IBC

• (0:47) For an open curve, remember the 1st and 2nd order method are slightly different because the grid points near the 
endpoints of the curve are not included


• Comparing again the error for a fixed computation time or memory usage (next), it can be seen that now our 1st and 2nd order 
implementations in blue and orange have the lowest error


• The nearest point and Auer et al. methods in purple and pink did not change in comparison to the dashed lines for the mesh 
based method


• However, our 1st order accurate approach is now roughly an order of magnitude better than the nearest point approach and 
better than both meshes 



Point IBC

• (1:00) For a point interior boundary condition, the pink Auer et al. method is still the worst.

• You can see that the error constant for the 1st order method in blue is only slightly better than the nearest point approach in 

purple, but they are roughly 1 and a half orders of magnitude better than the Auer et al. method

• The big difference in the story here is with the mesh based method. The bad triangulation in red still follows 1st order accuracy, 

but the good triangulation in green it is slightly better than our 2nd order method in orange

• This is because we choose the boundary point location to be a vertex in the triangulation

• Now the mesh based method can also achieve second-order accuracy, but this degrades with a poor triangulation

• The closest point methods are agnostic to the quality of the mesh because the closest points are computed from the level-set 

representation of this surface



Geometry Processing 
Applications

• (1:15) Okay, so now we know the method converges as expected and has computation time and memory usage similar to 
mesh based methods, which are probably the most common approach 


• Before getting into geometry processing applications let’s recap the benefits of the closest point method

• As I just mentioned, it is independent of mesh quality

• It applies to any manifold representation that allows closest point queries

• It doesn’t matter if the manifold is orientable or not

• It works in any dimension and the manifold can be any codimension

• I will even show an example where the object is mix-codimensional and nonmanifold

• This gives us a powerful framework for PDE based geometry processing since we only need one implementation for numerous 

representations and types of objects

• Are there any questions up to this point?

• Okay, so let’s look at some applications



Diffusion Curves

Δ𝒮ui = 0  on 𝒮

or ∇𝒮ui ⋅ b𝒞 = 0

ui = ci  on 𝒞

• (1:17) Diffusion curves were originally developed as a compact representation of an image

• You just define colours on curves in your image, like this white curve, and then solve a PDE to get the colour over the rest of 

the image

• The colours can vary along the curve and on both sides of the curve like in this example

• This idea can also be used to colour the surface of objects (next)

• You just replace the Laplace equation with the Laplace-Beltrami equation

• The Laplace-Beltrami equation is solved independently for each colour channel, red, green, or blue, where the superscript i 

denotes the channel (next)

• Dirichlet interior boundary conditions store two-sided colour values on the white curves in this example and (next)

• Zero-Neumann conditions are also used on the black curves to block colour changes across the curves

• The vector b in the Neumann condition is the binormal of the curve, that is, the cross product between the curve’s tangent and 

the surface normal, which is in the same direction that the conormal would be for an open manifold




Diffusion Curves

• (0:30) The whole surface on the right is coloured from the boundary conditions on the left

• You can see how the colour gradient in the band on the headdress goes from dark red to light and dark green to light from left 

to right

• This is because the zero-Neumann conditions on the top and bottom block any navy from leaking in and allow the colours 

within the band to change only in the tangential direction of the black curves



Diffusion Curves

• (0:23) This is an example on a non manifold object

• The Dirichlet interior boundary curves are shown in white, with colours spreading out on either side

• You can see from the zoom in that the blue and green spread across the 1 dimensional line connecting the torus and sphere, 

this is where the nonmanifold junctions are



Vector Field Design

∂ui

∂t
= Δ𝒮ui  on 𝒮

{ui = ci,  or
∇𝒮ui ⋅ b𝒞 = 0

 on 𝒞

Texture Synthesis on Surfaces
Greg Turk

GVU Center, College of Computing
Georgia Institute of Technology

Abstract
Many natural and man-made surface patterns are created by inter-
actions between texture elements and surface geometry. We believe
that the best way to create such patterns is to synthesize a texture
directly on the surface of the model. Given a texture sample in the
form of an image, we create a similar texture over an irregular mesh
hierarchy that has been placed on a given surface.
Our method draws upon texture synthesis methods that use im-

age pyramids, and we use a mesh hierarchy to serve in place of such
pyramids. First, we create a hierarchy of points from low to high
density over a given surface, and we connect these points to form a
hierarchy of meshes. Next, the user specifies a vector field over the
surface that indicates the orientation of the texture. The mesh ver-
tices on the surface are then sorted in such a way that visiting the
points in order will follow the vector field and will sweep across
the surface from one end to the other. Each point is then visited in
turn to determine its color. The color of a particular point is found
by examining the color of neighboring points and finding the best
match to a similar pixel neighborhood in the given texture sample.
The color assignment is done in a coarse-to-fine manner using the
mesh hierarchy. A texture created this way fits the surface naturally
and seamlessly.
CR Categories: I.3.3 [Computer Graphics]: Picture/Image
Generation—display algorithms; I.3.5 [Computer Graphics]: Com-
putational Geometry and Object Modeling—surfaces and object
representations
Keywords: Texture synthesis, texture mapping.

1 Introduction
There are a wide variety of natural and artificial textures that are in-
fluenced by the surfaces on which they appear. We will use the term
surface texture to describe such geometry-influenced textures and
to distinguish them from solid textures [17, 15]. Natural examples
of surface textures include the pattern of bark on a tree, spots and
stripes on a wide variety of animals (mammals, fish, birds, etc.),
the placement of hair and scales on an animal, and the pattern of
flowers and trees on a hillside. Human-made textures that are tai-
lored to the surface geometry include the fabric pattern on furni-
ture, the stone patterns on walls and buildings, and the marks of
a chisel on a sculpture. Most techniques in computer graphics for
making surface textures have concentrated either on the placement
of an already existing texture on a given surface or on the synthe-
sis of texture on a regular 2D array of pixels. The texture synthesis

turk@cc.gatech.edu

method presented in this paper is guided by our belief that these two
tasks, texture synthesis and texture placement, should be performed
simultaneously to create surface textures.
An ideal texture creation system would allow a user to provide

a 3D model to be textured, a sample of the texture to be placed on
the model, and a guide to the orientation of the texture. To texture
a leopard, for example, the user should be able to scan an image
of leopard spots and then give this image (the texture sample) to
the texturing system. The system would then make similar look-
ing spots all over the surface of a polygonal cat model, guided by
orientation hints from the user. Many methods exist that will cre-
ate an arbitrary amount of additional texture from a given texture
sample, and we refer to these as texture-from-sample methods. Un-
fortunately, all such methods that have been published create the
new texture over a regular lattice of pixels. The user is still left with
the burden of wrapping this texture over a model.
In this paper we use ideas that are adapted from texture-from-

sample methods to directly synthesizing texture on a polygonal sur-
face. We first create a hierarchy of meshes over the surface, and we
use this mesh hierarchy much like an image pyramid [1]. Each point
in the mesh hierarchy is eventually given a color, and the collection
of colored points form the final texture. We create the new tex-
ture by performing operations on these surface points in a way that
mimics image processing operations used in several texture-from-
sample methods. The main challenge is adapting the 2D pixel grid
operations to similar operations on a mesh hierarchy. The specific
approach that we use is to color a point based on finding a close
match between neighboring points in the mesh that have already
been colored and similar 2D pixel neighborhoods in the given sam-
ple texture. The distance metric used for matching is the sum of the
squared differences between the color components. A key aspect
of performing such matches is to visit the points in such an order
so that when a given point is visited, all of the points to one side of
this point have already been assigned a color. We achieve this by
sweeping across all of the points according to a user-defined vector
field, and this vector field determines the orientation of the texture.

2 Previous Work
2.1 Texture Placement
There are many ways in which to take an existing texture from
a rectangular pixel array and wrap it onto a surface. The goals
of these methods are to avoid noticeable seams between texture
patches and to minimize the amount of stretching and distortion
of the pattern. Maillot et al. used a deformation tensor to describe
an energy measure of distortion that they minimized over a surface
made up of triangles [13]. They also use an atlas to piece together
a final texture from several patches. A similar energy-guided ap-
proach was taken by Levy and Mallet [12]. Their energy term
penalizes distortions, but also incorporates additional constraints
such as user-defined curves and cuts in the surface. Related to
these energy-minimizing methods is the texture pelting approach
of Piponi and Borshukov [18]. This method treats the surface of
a model like the skin of an animal that is opened at the belly and
then stretched onto a circular rack. Pedersen described a way of
allowing a user to interactively position texture patches on implicit
surfaces with low distortion [16].
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• (0:54) In this application of vector field design, we solve the heat equation instead of the Laplace-Beltrami equation, but still 
independently per vector component i


• Vector field design is useful for input into other applications like texture mapping an image onto a surface or quadrilateral 
meshing (next)


• The same Dirichlet and Neumann boundary conditions as diffusion curves can be defined at points or curves on the surface

• But now the Dirichlet conditions correspond to a sparse set of directions that the user wants the vector field to follow

• And the Neumann conditions can block direction changes across curves

• We use backward Euler time-stepping and project out the surface normal component of the vectors after each time step to 

keep them in the surface

• The idea of projecting out the normal component came from this paper by Turk




Vector Laplacian

CPM Vector Heat [Sharp et al. 2019] Dot Product Norm

• Note that this is not the same as doing parallel transport like the vector heat method does

• The right most figure shows the norm of the dot product between the vectors from our CPM approach and the vector heat 

method.

• Both methods produce similar vector fields except near the cut locus of the interior boundary points. 

• Our method provides a smoother transition across the cut locus, which may be beneficial or disadvantageous depending on 

the application. 

• Sources and sinks can also appear with our method, whereas the vector heat method has discontinuous changes in the vector 

field across the cut locus



Vector Field Design

• (0:36) Here is an example of designing a vector field on the Lucy statuette using a sparse set of directions using our approach

• The closest points are computed as just the nearest neighbours in the point cloud

• This is only accurate if the point cloud is dense enough

• The paper I mentioned towards the beginning of the course could be used in general (next)

• All the white boundary conditions used in this example are Dirichlet conditions

• The tangent directions of the curves are used to specify directions over a larger area of the surface




Vector Field Design

• (0:16) In this example on the Mobius strip we have both Dirichet and Neumann conditions

• You can see from the zoom-in that the Neumann boundary curve is blocking the direction change between the vector field on 

both sides




Δ𝒮ϕ = ∇𝒮 ⋅ X

min∫𝒮
|∇𝒮ϕ − X |2

X = −
∇𝒮ut

∥∇𝒮ut∥

∂u
∂t

= Δ𝒮u ∇𝒮ut

Geodesic Distance

• (0:54) In this application we use the heat method to compute geodesic distance (next)

• To illustrate the steps of the method, consider a point at the centre of this plane that you want to compute the distance to

• The first step solves the heat equation for short time t (next)

• You then compute gradient of the result, which gives a vector field point towards the point, with varying magnitude (next)

• We know that the distance field should satisfy the eikonal equation, which says the gradient has unit norm, so we normalize 

the gradient (next)

• And in the final step solve an optimization problem to find the closest matching scalar field with that gradient X

• This amounts to solving a Poisson equation



Triangle Mesh

Level Set

Analytic

Geodesic Distance

• (1:00) Here are some examples of computing geodesic distance to interior boundaries shown in black. Our closest point 
method approach provides a single implementation () for multiple surface representations, () which previously required a new () 
implementation for each type.


• There is a caveat to get the heat method to work properly with the closest point method, which comes from the Dirac-delta 
initial condition in the heat equation step


• The heat method itself can also be numerically unstable in regions where the magnitude of the heat becomes small

• I won’t get into the details now about how we fixed the issues, but I just wanted to point it out because I started with this as a 

test problem and it led me down some rabbit holes

• Also know that there has been some follow up work by others too



Reaction-Diffusion Textures

{u = gu or ∇𝒮u ⋅ b𝒞 = 0,
v = gv or ∇𝒮v ⋅ b𝒞 = 0,

on 𝒞

∂u
∂t = μuΔ𝒮u − uv2 + F(1 − u),
∂v
∂t = μvΔ𝒮v + uv2 − (F + k)v,

• (0:32) This application uses the Gray-Scott reaction-diffusion system of equations to texture a surface

• u and v are two reactants in a chemical reaction and patterns can form from random initial conditions

• The constants mu, F and k are parameters to control the mixture (next)

• Again both Dirichlet and Neumann boundary conditions can be used for u and v




Reaction-Diffusion Textures

• (0:45) Here is a texture on this fish from solving the reaction-diffusion equation. 

• We only show the reactant u and the surface is coloured yellow for high concentrations and purple for low

• The interior boundary conditions are used to control the texture

• Zero Dirichlet conditions allow stripes to be placed around the dorsal fin and tail. 

• The upper side of the dorsal fin is a zero Neumann condition, which causes the pattern to intersect perpendicular to the curve. 

• Finally, the closed curve with a zero Dirichlet condition controls of concentrations of the u and v in the eye



• Minimizer  of  

                                                      

• Gradient descent flow 

                                                           

u : 𝒮1 → 𝒮2

E[u] =
1
2 ∫𝒮1

J𝒮1
u

2

ℱ

∂u
∂t

= ΠTu𝒮2
(Δ𝒮1

u)

Harmonic Maps

1. Solve    from   for one time step 

2. Project  onto  by setting 

∂ũ
∂t

= Δ𝒮1
ũ ũ(x,0) = uk(x)

ũ(x, Δt) 𝒮2 uk+1(x) = cp𝒮2 (ũ(x, Δt))

Iterate:

• (1:01) A final application is a little different from the rest. It involves computing a harmonic map between two surfaces S1 and 
S2 (next)


• Harmonic maps are minimizers of this energy functional (next)

• The gradient descent flow to minimize this energy is basically a component-wise heat equation on S1, but (next) there is the 

projection operator onto the tangent space of S2 that couples the components

• We showed that a two-step splitting scheme can decouple the two surfaces and is a first order approximation (next)

• You iterate between the following two steps for each time step (next)

• First, solve just the component-wise heat equation on S1 to give u tilde (next)

• Then, project the result onto S2 by computing the closest points of u tilde onto S2



Harmonic Maps

𝒮1 𝒮2

Harmonic Map Harmonic Map with IBCs

• (0:31) Here is an example where the mapping is used to transfer a texture (next) from S1 to S2, while enforcing that the white 
landmark curves match using a Dirichlet condition. (Next)


• Comparing to just the harmonic map without the white curve constraint (next), it can be seen that the map stretches and 
compresses near the white curve as expected. Since it must deviate from being harmonic to satisfy aligning the white curves



Efficiency Improvements

• (1:00) Next I’ll talk about ways to improve the efficiency of the closest point method

• Are there any questions about anything so far? (25 minutes / 1 hour)

• So there were some efficiency improvements in this work discussed so far with the construction of the tubular grids

• A breadth first search was used so that closest points only needed to be computed near the manifold and a sparse grid data 

structure was used to only allocate memory when needed

• But the grid construction isn’t the major bottleneck when the matrices become large, it is the linear system solver that takes 

the most time

• In all the examples above, we used a custom BiCGStab solver that did not need to build the full matrix system

• Instead it used the Laplacian matrix L and the extension matrix E directly, which saved memory



Multigrid and Domain Decomposition

SCHWARZ SOLVERS AND PRECONDITIONERS FOR THE
CLOSEST POINT METHOD

IAN C. T. MAY⇤, RONALD D. HAYNES† , AND STEVEN J. RUUTH‡

Abstract. The discretization of surface intrinsic elliptic partial di↵erential equations (PDEs)
poses interesting challenges not seen in flat space. The discretization of these PDEs typically
proceeds by either parametrizing the surface, triangulating the surface, or embedding the surface
in a higher dimensional flat space. The closest point method (CPM) is an embedding method
that represents surfaces using a function that maps points in the embedding space to their closest
points on the surface. In the CPM, this mapping also serves as an extension operator that brings
surface intrinsic data onto the embedding space, allowing PDEs to be numerically approximated by
standard methods in a narrow tubular neighborhood of the surface. We focus here on numerically
approximating the positive Helmholtz equation, (c��S)u = f, c 2 R+ by the CPM paired with
finite di↵erences . This yields a large, sparse, and non-symmetric system to solve. Herein, we develop
restricted additive Schwarz (RAS) and optimized restricted additive Schwarz (ORAS) solvers and
preconditioners for this discrete system. In particular, we develop a general strategy for computing
overlapping partitions of the computational domain, as well as defining the corresponding Dirichlet
and Robin transmission conditions. We demonstrate that the convergence of the ORAS solvers
and preconditioners can be improved by using a modified transmission condition where more than
two overlapping subdomains meet. Numerical experiments are provided for a variety of analytical
and triangulated surfaces. We find that ORAS solvers and preconditioners outperform their RAS
counterparts, and that using domain decomposition as a preconditioner gives faster convergence over
using it as a solver, as expected . The methods exhibit good parallel scalability over the range of
process counts tested.

Key words. domain decomposition, restricted additive Schwarz method, optimized Schwarz
methods, closest point method, Laplace-Beltrami, surface computation

AMS subject classifications. 65F10, 65N22, 65N55

1. Introduction. Elliptic PDEs can lead to large coupled systems of equations
upon discretization. Care is required in solving such systems to maintain reasonable
memory requirements and to yield solutions in a timely manner. The focus here
is on the e�cient numerical solution of elliptic PDEs intrinsic to surfaces. As a
representative model problem we consider the surface intrinsic positive Helmholtz
equation

(1.1) (c��S)u = f,

where �S denotes the Laplace-Beltrami operator associated with the surface S ⇢

Rd, and c 2 R+ is a positive constant. Such systems also appear for certain time-
discretized di↵usion and reaction-di↵usion phenomena intrinsic to surfaces [22]. This
equation also arises when finding the eigenvalues of the Laplace-Beltrami operator
[21], a problem that arises in shape classification [29] and other applications.

Several methods have been proposed for the discretization of surface intrinsic
PDEs. Parametrizing the surface leads to e�cient methods [14] when the parametriza-
tion is available or can be approximated. Finite element methods operating on a
triangulation of the surface [13] lead to sparse and symmetric systems of equations,
but the approach is sensitive to the quality of the triangulation. Embedding methods
seek to place the surface and the discretization in a higher dimensional flat space, Rd,

⇤Simon Fraser University, Burnaby, British Columbia V5A 1S6, Canada (mayianm@sfu.ca)
†Memorial University of Newfoundland, St. John’s, Newfoundland A1C 5S7, Canada

(rhaynes@mun.ca)
‡Simon Fraser University, Burnaby, British Columbia V5A 1S6, Canada (sruuth@sfu.ca)
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THE CLOSEST POINT METHOD AND MULTIGRID SOLVERS FOR
ELLIPTIC EQUATIONS ON SURFACES

YUJIA CHEN AND COLIN B. MACDONALD⇤

Abstract. Elliptic partial di↵erential equations are important both from application and anal-
ysis points of views. In this paper we apply the Closest Point Method to solve elliptic equations
on general curved surfaces. Based on the closest point representation of the underlying surface, we
formulate an embedding equation for the surface elliptic problem, then discretize it using standard
finite di↵erences and interpolation schemes on banded, but uniform Cartesian grids. We prove the
convergence of the di↵erence scheme for the Poisson’s equation on a smooth closed curve. In order to
solve the resulting large sparse linear systems, we propose a specific geometric multigrid method in
the setting of the Closest Point Method. Convergence studies both in the accuracy of the di↵erence
scheme and the speed of the multigrid algorithm show that our approaches are e↵ective.

Key words. Surface elliptic problem, Surface Poisson problem, Laplace–Beltrami operator,
Closest Point Method, Geometric multigrid method.

AMS subject classifications. 58J05, 65N06, 65N55

1. Introduction. Partial di↵erential equations (PDEs) on surfaces are impor-
tant for many applications in engineering [25], material science [26], biology [22], and
image processing [28]. In all these applications, numerical algorithms are essential for
solving PDEs. There are a variety of techniques for solving surface PDEs numerically,
typically depending on the geometrical representation of the underlying surface:

• One can find a parametrization of the surface [11], formulate and solve the
PDE in the parameter space.

• One can also find a triangulation or a polygonal approximation of the surface,
and solve the PDE on the approximated surface by finite di↵erences [29] or
finite elements [7, 8].

• Based on a level set representation of the surface, one can formulate an embed-
ding PDE corresponding to the surface PDE, then use either finite di↵erences
[2, 13] or finite elements [5, 9, 6] to numerically solve the PDE in the embed-
ding space. This level set approach is desirable for PDEs on moving surfaces
[32, 10].

• Based on a closest point representation of the surface, one can also formulate
an embedding equation (in a di↵erent way from the level set approach), then
solve the embedding equation in a banded, uniform Cartesian grid with finite
di↵erences [24, 19, 20]. This approach is called the Closest Point Method.

• Starting from a point cloud (supposed to be sampled from the surface), one
can reconstruct the surface by radial basis functions, and solve the PDE on
the reconstructed surface via the radial basis function finite di↵erence method
[23, 12]. There are also other approaches to compute on point clouds with no
reconstruction procedure [18] or with only local reconstruction [16].

In this paper we will adopt the Closest Point Method, and focus on solving elliptic
PDEs on surfaces. Similarly to the level set approach, the Closest Point Method
extends the surface PDE to the embedding space of the surface in such a way that
the embedding equation agrees with the original PDE on the surface. However, the

⇤Mathematical Institute, University of Oxford, OX1 3LB, UK (cheny1,macdonald@maths.ox.ac.
uk). This publication is based on work supported by Award No. KUK-C1-013-04, made by King
Abdullah University of Science and Technology (KAUST).
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• (0:30) But there has been work on better solvers with the closest point method

• The left paper developed a multigrid solver and the right paper a domain decomposition solver that could exploit distributed 

parallelism 

• These solvers improve the runtime for a given matrix system coming from the closest point method

• But there is actually another way to improve runtime in certain cases without more advanced solvers

• You can use (next)



Spatial Adaptivity

• (0:51) Spatial adaptivity to make the matrix system smaller

• So previous closest point method work always used a single, uniform grid spacing in the embedding space

• This can be extremely inefficient for manifolds that have geodesically distant parts that are close together in Euclidean space

• For this spiral example, the smallest resolution shown in the rightmost zoom would need to be used for a uniform grid, but that 

would lead to many unnecessary grid points. And thus a bigger matrix system and higher runtime and memory costs.

• So I will discuss a way to couple overlapping computational tubes with different resolutions so we can have fine grids for 

some regions of the manifold and coarse in other regions



𝒩(𝒮1)

𝒩(𝒮2)

𝒩(𝒮3)

𝒩(∂𝒮1)𝒩(∂𝒮2)𝒩(∂𝒮3)

• (0:35) So what we do is break the manifold up into multiple subsets. Each of the subsets of the manifold are given their own 
tubular neighbourhood (next) N of S1 (next) N of S2 (next) and N of S3, so they can have different tube radii.


• My key insight was a way to globally join the problems on each subset by altering the closest point extension in the boundary 
subsets (next) shown in a darker colour, N of partial S1 are these two darker grey regions (next) N of partial S2, the dark red 
(next) and N of partial S3.



x ∈ 𝒩(∂𝒮1)

cp∂𝒮1
(x)

E1u𝒮(x) =
= u𝒮(cp∂𝒮1

)
E1u𝒮(x) = ?u𝒮(cp𝒮1

)

• (0:47) So just consider one of the boundaries between two subsets. Any point x in the boundary subset N of partial S1 will 
have the closest point cp of partial S1, that is, x is closest to the boundary itself. (Next)


• Now denote the closest point extension as E1 u_S, which (next) would naively be defined as u_S of cp_S1, which for x in N of 
partial S1 (next) it would be u_S of cp partial S1


• But that is incorrect for the global problem (next). What you actually want is the closest point extension to extend data from the 
manifold constant in the normal direction, and this is obviously not in the normal direction. (Next)



x ∈ 𝒩(∂𝒮1)

E1u𝒮(x) = ?

• (0:11) This blue point would be the correct closest point for x for the global problem. That closest point can be computed using 
the cp function for S2 (next)



cp𝒮2
(x)

x ∈ 𝒩(∂𝒮1)

E1u𝒮(x) ≡ E2u𝒮(x)
= u𝒮(cp𝒮2

)
E1u𝒮(x) = ?

• (0:49) The bordering subset. Therefore, for x in N of partial S1 we redefine (next) E1 u_S as E2 u_S, which is (next) u of cp S2

• In words, for points in a boundary subset, we use the closest point extension from the bordering subset instead of the naive 

extension. 

• This connects the subsets, so the global problem can be solved. 

• One thing that is nice with this adaptivity approach is that it should be  straightforward to use with the domain decomposition I 

mentioned earlier 

• Both use overlapping tubular subsets, but the domain decomposition paper used a single resolution



Δ𝒮u𝒮 = f𝒮

u𝒮 (−
3π
4 ) = − tanh(100), u𝒮 ( π

4 ) = tanh(100)

u𝒮(θ) = tanh (100 ( 2θ
π

+
1
2 ))

Solution Gradients

• (0:37) Adaptivity can be based on different criteria.

•  In this example, the resolution of the grid is refined where the solution gradient is large. We solve the Poisson equation on this 

arc, (next) with Dirichlet boundary conditions that are approximately -1 and 1. (Next) 

• The solution is this hyperbolic tangent function, (next) which has a large gradient at the middle of the arc where it transitions for 

-1 to 1. 

• We compare using this adaptive grid with varying resolutions in the red region to (next) using a uniform grid with the same 

resolution as the red region over the whole arc.



• (0:43) The convergence study here shows that the uniform and adaptive grids give nearly identical results since the orange and 
blue lines are on top of each other (Next).


• A direct solver is used in this example. Dividing quantities of the uniform grid approach by the corresponding adaptive ones, 
we see that as the grid resolution in the red region is refined, the LU Decomposition time and the number of degrees of 
freedom in the linear system scale together. At the smallest resolution, the speed up of LU decomposition and the reduction in 
the number of DOFs is almost a factor of 10. The solve time continues to increase further reaching almost a 14x speed up.



−Δ𝒮u𝒮 + u𝒮 = C cos(αs) cos(βz)

u𝒮(s, z) = cos(αs) cos(βz)

∇𝒮u𝒮 ⋅ n = 0

Local Feature Size

• (0:39) Another criterion for adaptivity is the local feature size, which tells us locally how much room there is in the embedding 
space for the grid. In this example, the spiral sheet, the resolution of the grid must be finer in the region where the sheet wraps 
tightly compared to the flat region further to the right.


• We solve the screened-Poisson equation of this form, (next) with homogeneous Neumann boundary conditions, (next) and the 
exact solution is a multiplication of cosines for the s parameter, which goes around the spiral, and z parameter that gives the 
depth of the sheet. (Next)



• (0:07) Here is the adaptive grid we use (next)

• And a zoom in of it (next)



Uniform Adaptive

76 seconds22 minutes

• (0:24) On the left is the solution with a uniform grid of the finest resolution in the adaptive grid, and the adaptive result on the 
right.


• The two are visually indistinguishable, but the uniform result takes 22 minutes to compute, wheres the adaptive only takes 76 
seconds, roughly a 17x speedup. 



Future Work

• There is a lot of interesting future work to be explored with the closest point method

• I will go through some open problems that I think are important 



vol(𝒩(𝒮)) = 2rΩ(𝒮)area(𝒮) +
4πr3

Ω(𝒮)

3
χ(𝒮)

• Minimize  subject to constraints (LFS, curvature, gradients, error estimates)N

Optimal Adaptive Grid

N ≈ ∑
i

vol(𝒩(𝒮i))
hd

i

area(𝒩(𝒮)) = 2rΩ(𝒮)length(𝒮)vol(𝒩(𝒮)) = πr2
Ω(𝒮)length(𝒮)

• Since we were just talking about adaptivity, let’s start there

• The examples I showed used manually selected subsets, just to verify that the overall discretization with these overlapping 

computational tubes was correct and would improve efficiency

• But to choose these subsets with varying radii in an optimal way, you want to (next) minimize the number of grid points subject 

to some constraints

• These could be geometric constraints like the LFS and curvature

• Or it could be based on error estimates of the solution and a user prescribed threshold

• The number of grid points (next) can be estimated with the volume of the tube and dividing by the volume of one cell (next)

• Weyl’s tube formula gives the volume in any dimension, for example for a 1D curve in 2D it just depends on the radius of the 

tube and the length of the curve (next)

• For a 1D curve embedded in 3D, it is just the circle swept alone the curve, so pi r squared times the length

• For 2D surfaces, you have 2 r times the area of S plus the volume of a sphere times the Euler characteristic of the surface 

• but the open question is how to compute this numerically and how to solve the optimization problem (next)



A Priori Grid Spacing

�G = 0.0125 �G = 0.00625h h

• Somewhat related to adaptivity, but more generally just for the grid-based closest point method it would be great to know the 
required grid spacing h before you solve the problem


• Obviously the quantity you care about is different for different applications and different fields

• Graphics applications worry about visual correctness. Engineering applications worry about the accuracy of certain quantities 

• In this example, the dragon surface is coloured using diffusion curves. With a coarse h on the left there are unwanted visual 

artifacts

• The head of the dragon is purple because the red region bleeds across the curve

• Also in the zoom in, there is a blue artifact in the centre of the red

• Halving h gives the desired solution, but to save computation time we wanted to solve with the coarse h first to see that it was 

small enough

• Refining h and manually checking the result after each reduction wastes time and requires manual intervention 

• Having some way to determine what h should be before you solve is an interesting open problem, maybe it involves error 

estimates, or medial axis avoidance, or something else completely



Bottlenecks

• Another approach to improve efficiency besides adaptivity and a priori knowledge of h is apparent with bottleneck regions, 
where geodesically distant parts of the manifold are close in Euclidean space (next)


• What you could do here is instead of just using the closest point extension, you could consider extending multiple values to a 
single grid point (next)


• Basically store the value at all orthogonal intersection points. Then for stencils near the red point use one value, and stencils 
near the orange use the other


• The big question is how to compute all orthogonal intersection points to surfaces instead of just the closest point



A localized meshless method for diffusion on folded

surfaces

Ka Chun Cheunga,∗, Leevan Linga, Steve Ruuthb

aDepartment of Mathematics, Hong Kong Baptist University, Kowloon Tong, Hong Kong.
bDepartment of Mathematics, Simon Fraser University, BC, Canada.

Abstract

Partial differential equations (PDEs) on surfaces arise in a variety of application
areas including biological systems, medical imaging, fluid dynamics, mathemat-
ical physics, image processing and computer graphics. In this paper, we propose
a radial basis function (RBF) discretization of the closest point method. The
corresponding localized meshless method may be used to approximate diffusion
on smooth or folded surfaces. Our method has the benefit of having an a priori
error bound in terms of percentage of the norm of the solution. A stable solver
is used to avoid the ill-conditioning that arises when the radial basis functions
(RBFs) become flat.

Keywords: Power function, radial basis function (RBF), closest point
method, diffusion, surface.

1. Introduction

A variety of numerical methods have been proposed to approximate the so-
lution of partial differential equations on surfaces. These include discretizations
on parameterized surfaces, finite difference and finite element methods on tri-
angulated surfaces, and embedding methods.

Each class of methods is characterized by certain advantages and disadvan-
tages. Parametrization methods can be very efficient, but these methods require
a parametrization of the surface. Typically, the construction of a parameteri-
zation leads to distortions in the surface as well as singularities [1, 2, 3, 4]. We
may avoid this complication by discretizing on triangulated surfaces. Unfortu-
nately, finite difference discretizations on triangulated surfaces are more difficult
to construct on curved surfaces than on the plane and it can be difficult to com-
pute geometric quantities such as the curvature and the normal to the surface
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An Embedding Technique for the Solution of Reaction-Di↵usion
Equations on Algebraic Surfaces with Isolated Singularities

Parousia Rockstroh · Thomas März · Steven J.
Ruuth

Manuscript as of July 30, 2021

Abstract In this paper we construct a parametrization-free embedding technique for numerically
evolving reaction-di↵usion PDEs defined on algebraic curves that possess an isolated singularity. In
our approach, we first desingularize the curve by appealing to techniques from algebraic geometry.
We create a family of smooth curves in higher dimensional space that correspond to the original
curve by projection. Following this, we pose the analogous reaction-di↵usion PDE on each member
of this family and show that the solutions (their projection onto the original domain) approximate
the solution of the original problem. Finally, we compute these approximants numerically by
applying the Closest Point Method which is an embedding technique for solving PDEs on smooth
surfaces of arbitrary dimension or codimension, and is thus suitable for our situation. In addition,
we discuss the potential to generalize the techniques presented for higher-dimensional surfaces
with multiple singularities.

Keywords Closest Point Method · implicit surfaces · surface-intrinsic di↵erential operators ·

Laplace–Beltrami operator · blow-up · singularity · resolution of singularity · singular di↵erential
operator

1 Introduction

In this paper we study the problem of evolving a reaction-di↵usion PDE on algebraic surfaces that
contain isolated singularities. Singular problems have been studied extensively from an analytic
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Sharp Features and Discontinuous Solutions

Level set equations on surfaces via the Closest Point Method

Colin B. Macdonald→ and Steven J. Ruuth†

May 30, 2007

Abstract

Level set methods have been used in a great number of applications in R2 and R3 and
it is natural to consider extending some of these methods to problems defined on surfaces
embedded in R3 or higher dimensions. In this paper we consider the treatment of level set
equations on surfaces via a recent technique for solving partial differential equations (PDEs) on
surfaces, the Closest Point Method [RM06]. Our main modification is to introduce a Weighted
Essentially Non-Oscillatory (WENO) interpolation step into the Closest Point Method. This,
in combination with standard WENO for Hamilton–Jacobi equations, gives high-order results
(up to fifth-order) on a variety of smooth test problems including passive transport, normal flow
and redistancing. The algorithms we propose are straightforward modifications of standard
codes, are carried out in the embedding space in a well-defined band around the surface and
retain the robustness of the level set method with respect to the self-intersection of interfaces.
Numerous examples are provided to illustrate the flexibility of the method with respect to
geometry.

1 Introduction

The level set method [OS88] has been successfully applied to a tremendous variety of problems
involving curve evolution in R2 or surface evolution in R3. This curve or surface—the interface—is
represented as the zero contour of a level set function φ. A principal strength of the level set method
comes from its ability to handle changes in topology of the evolving interface, i.e., interfaces break
apart or merge naturally, and without the need for special code or instructions to detect or treat
the shape changes as they occur. A second, and also key, benefit that occurs when using level set
methods is that the discretization of the underlying level set equation (of Hamilton–Jacobi type)
can be carried out using well-known, accurate and reliable discretization techniques, such as the
weighted essentially non-oscillatory (WENO) methods described in [LOC94, JS96, JP00]. Taken
together, these benefits have contributed to a widespread adoption of level set techniques in different
disciplines [OF03, Set99].
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ship from the Pacific Institute of Mathematics (PIMS).
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• Another interesting problem is how to handle sharp features and discontinuous solutions

• The closest point method theory is based around smooth manifolds and smooth solutions

• Convergence order degrades when either of these are not satisfied

• The first paper uses WENO interpolations to help reduce the problem with sharp features and discontinuous solutions

• WENO interpolation uses two different degree interpolation polynomials and is able to detect and reduce the error from 

discontinuous issues

• The middle paper uses a radial basis function discretization to handle sharp surface features directly, but it can only achieve 

first-order accuracy  

• The third paper removes isolated point singularities from algebraic curves and surfaces by lifting the problem to a higher 

dimensional space. But this does not work for general surfaces with sharp features



Sharp Features

• But for a sharp feature you could decompose the manifold into piecewise smooth manifolds (next)

• Construct a tube around each piece (next) and solve the PDE with CPM on these smooth pieces

• The question is mainly how to couple these two pieces in the overlapping region (next)



The Vector Heat Method
NICHOLAS SHARP, YOUSUF SOLIMAN, and KEENAN CRANE, Carnegie Mellon University

This paper describes a method for e!ciently computing parallel transport
of tangent vectors on curved surfaces, or more generally, any vector-valued
data on a curved manifold. More precisely, it extends a vector "eld de"ned
over any region to the rest of the domain via parallel transport along shortest
geodesics. This basic operation enables fast, robust algorithms for extrapolat-
ing level set velocities, inverting the exponential map, computing geometric
medians and Karcher/Fréchet means of arbitrary distributions, constructing
centroidal Voronoi diagrams, and "nding consistently ordered landmarks.
Rather than evaluate parallel transport by explicitly tracing geodesics, we
show that it can be computed via a short-time heat #ow involving the con-
nection Laplacian. As a result, transport can be achieved by solving three
prefactored linear systems, each akin to a standard Poisson problem. To
implement the method we need only a discrete connection Laplacian, which
we describe for a variety of geometric data structures (point clouds, polygon
meshes, etc.). We also study the numerical behavior of our method, showing
empirically that it converges under re"nement, and augment the construc-
tion of intrinsic Delaunay triangulations (iDT) so that they can be used in
the context of tangent vector "eld processing.

CCS: •Mathematics of computing→ Discretization; Partial di!eren-
tial equations; • Computing methodologies → Shape analysis;

Additional Key Words and Phrases: discrete di$erential geometry, parallel
transport, velocity extrapolation, logarithmic map, exponential map, Karcher
mean, geometric median
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1 INTRODUCTION
Given a vector at a point of a curved domain, how do we "nd the
most parallel vector at all other points (as shown in Fig. 1)? This
“most parallel” vector "eld—not typically considered in numerical
algorithms—provides a surprisingly valuable starting point for a
wide variety of tasks across geometric and scienti"c computing,
from extrapolating level set velocity to computing centers of distri-
butions. To compute this "eld, one idea is to transport the vector
along explicit paths from the source x to all other points ω, but even
just constructing these paths is already quite expensive (Sec. 2). We
instead leverage a little-used relationship between parallel trans-
port and the vector heat equation, which describes the di$usion of a
given vector "eld over a time t . As t goes to zero, the di$used "eld
is related to the original one via parallel transport along minimal
geodesics, i.e., shortest paths along the curved domain (Sec. 3.4).
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Fig. 1. Given a vector at a point, the vector heat method computes the most
parallel vector at every other point. The method easily generalizes to other
data (such as a velocity field along a curve), providing a novel and e!icient
way to implement fundamental algorithms across geometry and simulation.

The same principle applies not only to point sources, but also
to vector "elds over curves or other subsets of the domain. Since
di$usion equations are expressed in terms of standard Laplace-like
operators, we e$ectively reduce parallel transport tasks to sparse lin-
ear systems that are extremely well-studied in scienti"c computing—
and can hence immediately bene"t from mature, high-performance
solvers. Moreover, since discrete Laplacians are available for a wide
variety of shape representations (polygon meshes, point clouds, etc.),
and generalize to many kinds of vector data (symmetric direction
"elds, di$erential forms, etc.), we can apply this same strategy to
numerous applications. In particular, this paper introduces
• a fast method for computing parallel transport from a given
source set (Sec. 4)
• an augmented intrinsic Delaunay algorithm for vector "eld
processing (Sec. 5.4)
• the "rst method for computing a logarithmic map over the
entire surface, rather than in a local patch (Sec. 8.2), and
• the "rst method for computing true Karcher/Fréchet means
and geometric medians on general surfaces (Sec. 8.3).

We also describe how to discretize the connection Laplacian on
several di$erent geometric data structures and types of vector data
(Sec. 6), and consider a variety of other applications including
distance-preserving velocity extrapolation for level set methods,
computing geodesic centroidal Voronoi tessellations (GCVT), and
"nding consistently ordered intrinsic landmarks (Sec. 8).
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Eurographics Symposium on Geometry Processing 2017
J. A. Bærentzen and K. Hildebrandt
(Guest Editors)

Volume 36 (2017), Number 5

A Dirac Operator for Extrinsic Shape Analysis

Hsueh-Ti Derek Liu1 Alec Jacobson2 Keenan Crane1
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min max

Laplace-Beltrami relative Dirac operator
(purely extrinsic)(purely intrinsic)

Figure 1: Not all differential operators encode the same information about shape. Here we visualize eigenfunctions of Laplace-Beltrami (left)
which ignores extrinsic bending, and our relative Dirac operator (right) which ignores intrinsic stretching. In between is a continuous spectrum
of operators that provide a trade off between intrinsic and extrinsic features. Bottom: These operators yield very different shape descriptors,
here emphasizing either a pointy claw with large Gauss curvature (left) or the flat back of a shell with small mean curvature (right).

Abstract

The eigenfunctions and eigenvalues of the Laplace-Beltrami operator have proven to be a powerful tool for digital geometry
processing, providing a description of geometry that is essentially independent of coordinates or the choice of discretization.
However, since Laplace-Beltrami is purely intrinsic it struggles to capture important phenomena such as extrinsic bending, sharp
edges, and fine surface texture. We introduce a new extrinsic differential operator called the relative Dirac operator, leading to a
family of operators with a continuous trade-off between intrinsic and extrinsic features. Previous operators are either fully or
partially intrinsic. In contrast, the proposed family spans the entire spectrum: from completely intrinsic (depending only on the
metric) to completely extrinsic (depending only on the Gauss map). By adding an infinite potential well to this (or any) operator
we can also robustly handle surface patches with irregular boundary. We explore use of these operators for a variety of shape
analysis tasks, and study their performance relative to operators previously found in the geometry processing literature.

1. Introduction

Spectral geometry processing encodes shape in terms of the eigen-
values and eigenfunctions of some (discrete) differential operator.
This perspective has proven to be valuable across a wide variety of
fundamental problems such as shape retrieval and surface segmen-
tation [LZ10], providing a geometric analogue of Fourier analysis
from traditional signal processing. A key feature of the spectral
approach is that it allows one to easily “factor out” aspects of data
that do not reflect features of the shape itself. For instance, since
eigenvalues are typically rigid-motion invariant, one does not have
to perform rigid alignment when comparing two shapes; likewise,

since low-frequency eigenfunctions are insensitive to discretization
error, one can directly compare heterogeneous data (e.g., different
triangulations, or triangulations and point clouds). What other fea-
tures should be factored out? In this paper we adopt the perspective
that there is no one “right” answer to this question: depending on
the particular application or class of objects, one might wish to put
special emphasis on different geometric quantities. In particular we
focus on a one-parameter family of differential operators that pro-
vides a continuous trade-off between purely intrinsic and extrinsic
information (Figure 1), while preserving many of the computational
benefits of existing spectral methods.

c� 2017 The Author(s)
Computer Graphics Forum c� 2017 The Eurographics Association and John
Wiley & Sons Ltd. Published by John Wiley & Sons Ltd.
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1 INTRODUCTION
Solving Partial Di!erential Equations (PDEs) on surfaces is a crucial
component in geometry processing with many applications ranging
from texture generation to calculating distance on a curved surface.
Among the many methods to solving PDEs on surfaces, a method
which uses a triangular mesh along with exterior calculus called
Discrete Exterior Calculus (DEC) [Hirani 2003] (and similarly Finite
Element Exterior Calculus [Arnold 2018]) that is particularly elegant
due to its coordinate-free nature and inherent di!erential operators.
However, a limitation of DEC – and any mesh-based PDE solver –
is that the method relies on a decent mesh quality.

From our experiments (see Fig. 1), when the triangulation of a
mesh is poor, the solution to the surface PDE di!ers signi"cantly
from the reference solution computed on a higher quality mesh.
Directly tackling the problem of poor mesh quality (i.e. extrinsic or
intrinsic remeshing) is non-trivial [Sharp et al. 2021].

Figure 1: Heat !ow simulated with DEC on a high quality
mesh (left) and on a poor mesh (right). Wireframe renders of
the mesh are shown next to each simulation.

There exists another method, the Closest Point Method (CPM),
proposed by Ruuth and Merriman [2008] and recently brought into
attention in computer graphics [King et al. 2023], that is able to
bypass the need of a mesh to solve PDEs on surfaces. In this method,
one solves a reformulation of the PDE on the neighborhood of the
surface instead of directly on the surface. A closest point map is
used for extending surface functions to the neighborhood. The
main bene"t of employing this implicit approach is that a regular
Cartesian grid can be used, enabling high order methods without

Permission to make digital or hard copies of part or all of this work for personal or
classroom use is granted without fee provided that copies are not made or distributed
for pro"t or commercial advantage and that copies bear this notice and the full citation
on the "rst page. Copyrights for third-party components of this work must be honored.
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needing to worry about mesh quality. However, this closest point
reformulation has been explored for a limited class of di!erential
expressions involving scalar functions and occasionally vector "elds.
Fundamental objects in coordinate-free calculus such as di!erential
forms and their exterior calculus operations have not been studied
in the closest point framework.

In this work, we propose a novel method that uni"es the strengths
of DEC with the CPM, called Closest Point Exterior Calculus (CP-
EC). We provide a general framework for reformulating a surface
exterior calculus expression to its equivalent expression in the
3D neighborhood using the closest point map. Furthermore, the
supported exterior calculus operators include the wedge and the
interior products, which are operators that have been challenging
to discretize on a triangle mesh. Our CP-EC apparatus allows one
to robustly represent a more complete set of operators in exterior
calculus while also having the #exibility to work with curved surface
independent of the mesh quality.

2 BACKGROUND
Exterior calculus is the calculus for di!erential forms. The funda-
mental operators are the wedge product (→), the interior product (𝐿↑𝐿 )
with respect to a vector ↑𝑀 , the exterior derivative 𝑁 , and the Hodge
star (𝐿) [Wang et al. 2023]. While these operators have abstract
de"nitions based on axiomatic rules on general manifolds, in a 3D
Cartesian space, they become familiar vector calculus operators. Ta-
ble 1 summarizes this correspondence using the subscript notation:
𝑂(𝑀 ) converts a 1D or 3D array of numbers 𝑂 into a 𝑃-form. Table 2
expresses the exterior calculus operators in terms of vector calculus
using this correspondence.

One main advantage of exterior calculus over vector calculus is
that most of the operators commute with pullbacks. A smooth map
𝑄 : 𝑅 ↓ 𝑆 between two manifolds𝑅 and 𝑆 induces a canonical

pullback 𝑄↔ : ω𝑀 (𝑆 ) linear↗↗↗↗↗↓ ω𝑀 (𝑅) on the spaces of 𝑃-forms that
represents the change of variables for integral evaluations

∫
𝑁 (𝑂 ) 𝑇 !

∫
𝑂 𝑄

↔𝑇, ↘𝑇 ≃ ω𝑀 (𝑆 ),𝑃-dim surface 𝑈 ⇐ 𝑅 . (1)

The pullback operator distributes over wedge products 𝑄↔ (𝑇 → 𝑉) =
𝑄↔𝑇 → 𝑄↔𝑉 , commutes with interior products 𝑄↔𝐿𝑃𝑁 ( ↑𝑄 )𝑇 = 𝐿 ↑𝑄𝑄

↔𝑇 ,
and commutes with the exterior derivative 𝑄↔ (𝑁𝑇) = 𝑁 (𝑄↔𝑇). Note
that we do not have similar identities for vector calculus operators
(·,⇒,⇑) under general changes of variables.

3 THEORY
We develop the theory for closest point exterior calculus by exploit-
ing the commutativity properties between pullbacks and exterior

• The closest point method has been applied to many different PDEs with a variety of differential operators

• However, there are some differential operators that show up in geometry processing have not been considered yet

• For example, the connection Laplacian in the heat method and the Dirac operator for extrinsic shape analysis (next)

• There is this poster from SIGGRAPH Asia a few years ago that showed how to handle operators in the more general setting of 

exterior calculus, maybe that is a good starting point for other differential operators
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Learning to Solve PDEs on Neural Shape Representations
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Figure 1. Our mesh-free, geometry-conditioned learned operator solves surface PDEs (heat equation in the teaser) directly in the neural
domain on multiple modalities, without mesh extraction, or per-instance optimization. Trained once on a single exemplar (SPIKE, top-left),
the learned operator generalizes across unseen geometries, topologies, and input modalities. See supplemental for heat flow videos and also
Poisson solves.

Abstract

Solving partial differential equations (PDEs) on shapes un-
derpins many shape analysis and engineering tasks; yet, pre-
vailing PDE solvers operate on polygonal/triangle meshes
while modern 3D assets increasingly live as neural represen-
tations. This mismatch leaves no suitable method to solve
surface PDEs directly within the neural domain, forcing
explicit mesh extraction or per-instance residual training,
preventing end-to-end workflows. We present a novel, mesh-
free formulation that learns a local update operator condi-
tioned on neural (local) shape attributes, enabling surface
PDEs to be solved directly where the (neural) data lives.
The operator integrates naturally with prevalent neural sur-
face representations, is trained once on a single represen-
tative shape, and generalizes across shape and topology
variations, enabling accurate, fast inference without explicit
meshing or per-instance optimization while preserving dif-
ferentiability. Across analytic benchmarks (heat equation
and Poisson solve on sphere) and real neural assets across
different representations, our method slightly outperforms
CPM while remaining reasonably close to FEM, and, to
our knowledge, delivers the first end-to-end pipeline that
solves surface PDEs on both neural and classical surface
representations. Code will be released on acceptance.

1. Introduction

Solving partial differential equations (PDEs) on surfaces is
central to geometry processing, shape analysis, and many en-
gineering tasks; examples include heat flow on surfaces, Pois-
son equation, and harmonic interpolation. Classical FEM-
based solvers [10, 41] operate on (discretized) polygonal or
triangle meshes, with well-understood accuracy and stability
behavior. However, they cannot directly handle contempo-
rary 3D assets that are increasingly represented as neural
shape representations (e.g., point clouds or splats [35, 43],
neural surfaces [28, 42], overfitted implicit shapes [14, 39],
neural implicit fields [31, 43]). These representations are
popular as they are differentiable, often topology-agnostic,
and integrate naturally with modern learning and generative
systems. This creates a mismatch: mesh-centric PDE solvers
do not operate in the domain where neural data lives.

Handling surface PDEs directly in the neural shape do-
main removes mesh extraction, preserves end-to-end differ-
entiability (crucial for inverse problems and PDE priors), and
handles topology changes without intermediate re-meshing
or reparameterization, while avoiding round-trip errors and
engineering overhead. However, current workarounds ei-
ther extract a mesh (e.g., marching cubes [22], dual con-
touring [13] and their neural variants [7, 8]) and shuttle
results back, hindering differentiable pipelines; or rely on
per-instance residual training (e.g., surface PINNs [11]),

PINNsur: Physics-Informed Neural Networks for
PDEs on Curved Surfaces
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Figure 1: PINNsur solves PDEs on curved surfaces embedded in 3D. We empirically show that the
relative ω2 error decreases as the number of tunable weights (#W ) of our network increases, indicating
convergence of our method on arbitrary surfaces. (a) Our method simulates a mean curvature flow
on a mesh. (b) We solve a step of the heat equation given initial heat sources and solve for the heat
geodesic distance. (c) We then show how the predicted solution and error change as #W is increased.
The true solution is the cotangent Laplacian solution on a fine mesh.

Abstract

Partial differential equations (PDEs) on surfaces are fundamental to scientific
computing and geometry processing. A popular approach to solving PDEs on
surfaces is the finite element method (FEM), where the surface is divided into
discrete geometric elements (usually triangles). Recently, physics-informed neural
networks (PINNs) have emerged as a continuous, mesh-free alternative that does
not suffer from FEM’s sensitivity to mesh quality or geometric discretization errors.
We present PINNsur, a simple framework for using PINNs on curved surfaces:
we train a neural field to approximate the surface’s normals, and then we express
surface differential operators using their projection from R3 onto the surface. Since
every orientable manifold has well-defined normals, our method is suitable for
all such surfaces, regardless of curvature or topology, enabling many geometry
processing applications. Moreover, despite their empirical success in solving PDEs
in flat Euclidean domains, PINNs lack convergence guarantees to the true solution
of the underlying PDE, and there is limited systematic experimental evidence
demonstrating such convergence. This gap restricts their adoption as reliable solvers
compared to established methods like FEM, where convergence to the true solution
is well understood and theoretically grounded. These surface PDEs are particularly
challenging to solve convergently, as one must not only deal with the convergence
of the function approximation, but also with the convergence of the geometric
approximation of the surface itself. In this work, we empirically investigate the
convergence behavior of PINNs for solving surface PDEs by introducing a simple
empirical convergence test.

1 Introduction
Partial Differential Equations (PDEs) on curved two-dimensional surfaces ! → R3 are at the core of
many 3D geometry processing applications such as surface editing, animation, physical simulation,
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• Throughout the course we talk about the classical approach of discretizing your domain to solve the PDE. This discretization 
could be a mesh with the finite element method or a grid with the closest point method


• But they both have the same inherent limitation: the solution is resolution dependent

• The paper on the left replaced the closest point extension step with a neural network so it could be queried continuously

• The PDE was still solved on the grid however with finite differences

• This paper on the right, posted to arXiv, trained a neural network from the normals of a surface to be able to compute manifold 

differential operators based on their tangent space projection definition. Then they used another network for the PDE solver as 
a Physics Informed Neural Network


• The use the projection definition of the surface differential operator restricts the work to orientable manifolds.

• Having a fully continuous solver with the closest point representation would allow solving PDEs on general representations and 

types of manifolds



Monte Carlo

Grid-Free Monte Carlo for PDEs with Spatially Varying Coe!icients
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WOJCIECH JAROSZ†, Dartmouth College, USA
KEENAN CRANE†, Carnegie Mellon University, USA

Fig. 1. Distribution of heat (inset) radiating from infinitely many blackbodies—about 600M e!ective boundary vertices are visible from this viewpoint alone.
(Here we visualize a 2D slice of the full 3D solution.) Our Monte Carlo PDE solver directly captures fine geometric detail and intricate spatially varying
coe!icients without meshing, sampling, or homogenizing the 3D domain, by building on techniques from volumetric rendering.

Partial di!erential equations (PDEs) with spatially varying coe"cients arise
throughout science and engineering, modeling rich heterogeneous material
behavior. Yet conventional PDE solvers struggle with the immense complex-
ity found in nature, since they must #rst discretize the problem—leading to
spatial aliasing, and global meshing/sampling that is costly and error-prone.
We describe a method that approximates neither the domain geometry, the
problem data, nor the solution space, providing the exact solution (in expec-
tation) even for problems with extremely detailed geometry and intricate
coe"cients. Our main contribution is to extend the walk on spheres (WoS)
algorithm from constant- to variable-coe"cient problems, by drawing on
techniques from volumetric rendering. In particular, an approach inspired
by null-scattering yields unbiased Monte Carlo estimators for a large class of
2nd order elliptic PDEs, which share many attractive features with Monte
Carlo rendering: no meshing, trivial parallelism, and the ability to evaluate
the solution at any point without solving a global system of equations.

CCS Concepts: • Mathematics of computing ↑ Partial di!erential
equations.
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1 INTRODUCTION
PDEs with spatially varying coe"cients describe a rich variety of
phenomena. In thermodynamics, for example, variable coe"cients
model how heterogeneous composite materials conduct or insulate
heat. Much as early algorithms for photorealistic rendering were mo-
tivated by predictive lighting design [Ward and Shakespeare 1998],
such models can be used to predict and improve thermal e"ciency
in building design [Zalewski et al. 2010]. Likewise, variable per-
mittivity in electrostatics impacts the design of antennas [Ozdemir
2005] and the simulation of biomolecules [Fahrenberger et al. 2014];
in hydrology, variable transmissivity of water through soil impacts
remediation strategies for groundwater pollution [Willmann et al.
2010]. More directly connected to our work, variable coe"cients
in the light transport equation are used to model heterogeneity in
participating media [Novák et al. 2018]. Beyond spatially varying
materials, variable coe"cients can also be used to model curved
geometry by using PDE coe"cients on a $at domain to encode an
alternative Riemannian metric (see Sec. 6.5).

The symbols → and † indicate equal contribution.
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Projected Walk on Spheres: A Monte Carlo Closest Point Method for
Surface PDEs
RYUSUKE SUGIMOTO, University of Waterloo, Canada
NATHAN KING, University of Waterloo, Canada
TOSHIYA HACHISUKA, University of Waterloo, Canada
CHRISTOPHER BATTY, University of Waterloo, Canada

We present projected walk on spheres (PWoS), a novel pointwise and
discretization-freeMonte Carlo solver for surface PDEs with Dirichlet bound-
aries, as a generalization of the walk on spheres method (WoS) [Muller 1956;
Sawhney and Crane 2020]. We adapt the recursive relationship of WoS
designed for PDEs in volumetric domains to a volumetric neighborhood
around the surface, and at the end of each recursion step, we project the
sample point on the sphere back to the surface. We motivate this simple
modi!cation to WoS with the theory of the closest point extension used
in the closest point method. To de!ne the valid volumetric neighborhood
domain for PWoS, we develop strategies to estimate the local feature size of
the surface and to compute the distance to the Dirichlet boundaries on the
surface extended in their normal directions. We also design a mean value
!ltering method for PWoS to improve the method’s e"ciency when the
surface is represented as a polygonal mesh or a point cloud. Finally, we
study the convergence of PWoS and demonstrate its application to graphics
tasks, including di#usion curves, geodesic distance computation, and wave
propagation animation. We show that our method works with various types
of surfaces, including a surface of mixed codimension.

CCS Concepts: • Mathematics of computing → Partial di!erential
equations; Integral equations.

Additional Key Words and Phrases: projected walk on spheres, walk on
spheres, surface partial di#erential equations, closest point method, Monte
Carlo methods
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10 pages. https://doi.org/10.1145/3680528.3687599

1 Introduction
Methods to solve surface partial di!erential equations (PDEs) have
become ubiquitous tools in computer graphics research and pro-
duction. They are used for surface editing [Desbrun et al. 1999],
texture synthesis [Turk 1991], surface $uid animation [Stam 2003],
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Fig. 1. View-dependent di!usion curves with PWoS. Using our method,
we solve the Laplace equation on a curved surface in a view-dependent
manner. The pointwise and discretization-free nature of PWoS allows for
the evaluation of the colors only at visible points where the object color is
required by a shading algorithm with stochastic pixel-filtering.

geodesic distance computation [Crane et al. 2013], and di#usion
curves on surfaces [Bartsch et al. 2023; De Goes et al. 2022] today.
A common approach to tackle these problems is to discretize the
surface and solve a globally coupled linear system using discrete
surface di#erential operators.
For volumetric PDEs, Monte Carlo methods have recently gar-

nered signi!cant attention in the graphics community due to their
unique advantages over traditional discretization-based PDE solvers,
including the ability to estimate solution values in a pointwise,
spatial discretization-free manner. One such method is the walk
on spheres (WoS) method [Muller 1956] introduced to graphics by
Sawhney and Crane [2020]. They primarily focused on the (constant
coe"cient) Poisson and screened Poisson equations in a volumet-
ric domain, and follow-up work likewise emphasizes volumetric
problems. In the present work, we consider instead the problem of
solving surface PDEs.
Sawhney and Seyb et al. [2022] proposed an extension of WoS

to support second-order linear elliptic PDEs with spatially varying
coe"cients, and as one application, they demonstrated a method to
solve the Laplace equation on a 2D surface embedded in 3D. How-
ever, this approach requires that the conformal parametrization of
the surface be readily available, limiting the method’s applicability.
We propose a simpler generalization of WoS for surface PDEs,

the projected walk on spheres (PWoS) method, which only assumes

SA Conference Papers ’24, December 03–06, 2024, Tokyo, Japan.

• Another approach for a continuous solver is to use Monte Carlo methods

• Monte Carlo PDE solvers have recently seen a surge in work since the Monte Carlo Geometry Processing paper by Sawhney 

and Crane in 2020

• Like the neural networks, Monte Carlo methods are a different approach with different benefits and disadvantages  compared 

to the grid based and mesh based methods

• They are kinda in the class of closest point methods if you define the class as anything that uses a closest point representation

• The first Monte Carlo method to solve surface PDEs was in the left paper and it used conformal maps to construct a spatially 

varying coefficient PDE

• We combine the closest point method with walk-on-spheres in 2024 to solve surface PDEs without needing a conformal 

mapping in the right paper

• Since we have time, I will share some bonus slides about this Monte Carlo Closest Point Method

• There is however a key limitation in that paper that would be interesting to explore, you can check it out for more details



Conclusion

A Simple Embedding Method for Solving Partial Differential
Equations on Surfaces

Steven J. Ruuth∗ and Barry Merriman†

October 6, 2007

Abstract

It is increasingly common to encounter partial differential equations (PDEs) posed on sur-
faces, and standard numerical methods are not available for such novel situations. Here we
develop a simple method for the numerical solution of such equations which embeds the prob-
lem within a Cartesian analog of the original equation, posed on the entire space containing the
surface. This allows the immediate use of familiar finite difference methods for the discretiza-
tion and numerical solution. The particular simplicity of our approach results from using the
closest point operator to extend the problem from the surface to the surrounding space. The
resulting method is quite general in scope, and in particular allows for boundary conditions at
surface boundaries, and immediately generalizes beyond surfaces embedded in R3, to objects
of any dimension embedded in any Rn. The procedure is also computationally efficient, since
the computation is naturally only carried out on a grid near the surface of interest. We present
the motivation and details of the method, illustrate its numerical convergence properties for
model problems, and also illustrate its application to several complex model equations.

Keywords: Closest point representations, partial differential equations, implicit surfaces, finite
difference schemes, manifolds, Laplace-Beltrami operator

1 Introduction

Many applications in the natural and applied sciences require the solutions of partial differential
equations (PDEs) on surfaces or more general manifolds. Examples of such application areas arise

∗Department of Mathematics, Simon Fraser University, Burnaby, British Columbia, V5A 1S6 Canada
(sruuth@sfu.ca). The work of this author was partially supported by a grant from NSERC Canada.

†University of California, Los Angeles CA (barrym@ucla.edu).

1

• The closest point method is relatively new, the first paper was published in 2008

• The finite element method can be traced back to 1941, and the first surface finite element paper was in 1988

• So surface finite elements have 20 years more of development plus almost 50 years (47) of volumetric development before that

• I think using closest points as a representation has lots of unexplored potential, not just in terms of PDE-based geometry 

processing

• There has been lots of work actually that have used closest points too, one example is the Iterative Closest Point Method to 

find a good match of two separate point clouds

• But in this course we explored a powerful framework for PDE-based geometry processing that has similar computation time 

and memory usage as mesh based methods, but it applies to any representation that allows closest point queries, works for 
general manifold types, and in any dimension and codimension
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• A special thanks to my collaborators Rysuke and Haozhe. (Next) Their supervisors Toshiya and Mridul (next) and my 
supervisors Steve and Christopher.


• That’s all, thanks for listening!



Monte Carlo CPM
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• This was work with my collaborators Ryusuke, Toshiya, and Christopher
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Low Resolution High Resolution

• (0:46) Discretization based methods like the grid-based CPM require the domain to be sampled at a finite number of points. (Next) 

• The equations for this finite set of points are then used to construct a global matrix system and this matrix system is solved 

• But this approach makes the solution inherently resolution dependent. (Next)

• At low resolution the solution can have unwanted artifacts (next) and you can’t just add new evaluation points after you solve the matrix 

equation

• With Monte Carlo methods, you don’t need to solve a global matrix system and you can add new evaluation points at anytime since the 

solver allows for pointwise evaluation of the solution



Volumetric Walk-on-Spheres
• Solution satisfies 

 

• Walk-on-spheres estimator  

u(x) =
1

|∂Br(x)| ∫∂Br(x)
u(y) dy

̂u(xi) = { ̂u(xi+1), if xi ∉ ∂Ωϵ

g(xi+1), otherwise

Δu = 0 on Ω
u = α on ∂Ω Ω

∂Ω

ϵ

x

• Poisson equation solution satisfies 

u(x) =
1

|∂Br(x)| ∫∂Br(x)
u(y) dy + ∫Br(x)

f(z)G(x, z) dz

• (1:31) First I will review the volumetric walk-on-spheres method for the Laplace equation, that is defined on some domain Omega, in blue, 
with a Dirichlet boundary condition alpha, on the white boundary (Next)


• The solution satisfies the mean value property, that the value of u at x is equal to the average of the solution over any sphere centered at x 
that is completely contained in Omega (Next)


• The walk on spheres estimator uses this recursive equation that is iterated until x i plus 1 is within an epsilon distance to the boundary 
(next)


• Walk on spheres starts at the point x where you want the solution, (next) and finds the largest ball that fits inside the domain. (Next) Then a 
point is uniformly sampled from the sphere. The solution is also unknown at the sampled point, so we iterate again, (next) finding the largest 
ball centred at this point now. Another point is sampled from this sphere and so on, until the sampled point is less than epsilon away from 
the boundary.


• The Dirichlet boundary value alpha is then taken at the closest point on the boundary to this last sampled point. Many paths are sampled 
and averaged to obtain an accurate solution. (next)


• Additional integral terms are needed for other PDEs, for example, the solution of the Poisson equation satisfies this intergral equation. So 
the Monte Carlo estimators are PDE dependent, which is one of its limitations



ϵ − shell{

med(𝒮)𝒮 xΔ[Eu𝒮](x) = f(x)

Embedding PDE

Δ𝒮u𝒮 = f𝒮Δ[Eu𝒮](x) = f(x) + g(x)

u(x) = u𝒮(cp𝒮(x))

u(x)

𝒞

• (1:55) For manifold PDEs, we would like to have something similar. 

• My intuitive idea was that we should be able to use a volumetric Monte Carlo method in the embedding space to solve (next) an embedding 

PDE, that is constructed using principles of the closest point method

• Here the unknown function we are solving for is (next) the closest point extension of u S, which is just u and f is the closest point extension 

of a known function given in the definition of the PDE.

• Unfortunately, this embedding PDE is actually ill-posed. Because f is constant in the normal direction, but the LHS is not due to the 

Laplacian. (Next) Therefore, an additional unknown term, g of x, must be added to the RHS to account for this discrepancy.

• We are given the manifold S in blue (next) and the Dirichlet boundary C in white (next). We extend the manifold PDE to the embedding 

space, and also (next) extend the Dirichlet boundary condition at C. (Next) An epsilon shell is placed around the extended C and the medial 
axis is computed. (Next)


• We want the solution at this (next) point x, so we perform walk on spheres in the embedding space with the sphere size restricted by the 
distance from x to the medial axis, (next) so the closest point function is unique within the sphere. (Next) A point is sampled on this sphere. 
(Next) And from the closest point extension property, we know the solution u of x is equal to u S at cp of x, so we can project the sampled 
point back onto the manifold before the next iteration.


• We continue sampling and projecting back onto the manifold until the sampled point is in the epsilon shell and the Dirichlet condition is 
taken. (Next, next, next)


• As you get close to the extend boundary the sphere radius is also restricted by the distance to the boundary.



• (0:23) We studied the convergence for many different analytical problems

• It can be seen that the convergence for some problems plateau, which is indicative of a biased estimator. This is because we 

assume the g function is 0. Determining a more accurate g function is the main open problem with this approach.

• The bias occurs for problems with complex f or manifolds with high curvature

• But our method converges as expected for certain problems and is still useful for many applications



View-Dependent Diffusion Curves

• (0:15) Due to the ability of our method to compute the solution locally at specific points we can compute view dependent 
solutions, like in this diffusion curves example.


• The solution is only evaluated at points on the surface that intersect with the viewing rays 




Geodesic Distance

• (0:19) Also, we are able to compute the solution with different representations, like a mesh and point cloud in this example. 
(Next) Qualitatively, our Monte Carlo approach matches the result from the grid-based closest point method and exact 
polyhedral geodesic algorithm implemented in geometry central (next)




Diffusion Curves

• (0:11) Because we only need cp queries, we can handle mixed representations, like this mixture of a point cloud, triangle 
mesh, and polylines



